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Goal
Develop systems and software tools for evidence-based 
social science research on sensitive individual level data�

�

Secure Remote Access !
to sensitive data

Fully synthetic !
public datasets

Verification servers

joint with Prof Jerome Reiter, Prof John de Figueiredo



Summary of talk
•  Democratizing access to data is crucial to realize the data-driven 

revolution, but privacy concerns pose a barrier to data release.

•  Synthetic databases can help … �
… but may not permit all analyses with low error.

•  Verification servers can permit privacy preserving access to 
confidential data to support synthetic databases

•  Need techniques like differential privacy that are provably private 
under adaptive composition.



Outline
•  What is synthetic data? 

•  What are verification servers? 

•  How can worst-case privacy loss be bounded?
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Synthetic Data
•  Fully synthetic data proposed by Rubin [Rubin 1993]

–  Simulate new records based on the original data for public release

•  Low perceived privacy risk, since matching is not possible

•  Can preserve associations, keep tails, enable small area 
estimation….



Synthetic Data
•  Implementations by the Census Bureau

–  Synthetic Longitudinal Business Database
–  Synthetic Survey of Income and Program Participation
–  American Community Survey group quarters data
–  OnTheMap �

•  Other implementations by National Cancer Institute, Internal 
Revenue Service, and agencies abroad (UK, Germany, 
Canada)



Benefits of Synthetic Data
•  Facilitates research and policy-making by allowing 

statistical analyses with record-level data
•  Trains students at skills of data analysis 
•  Enables development of new analysis methods
•  Helps citizens understand their communities



Methods
•  Model based approaches

•  Fit a statistical model on the data
•  Sample synthetic records from that model

•  Query-Workload driven approaches
•  Specify a set of analysis on which synthetic data 

error must be low
•  Fit a synthetic dataset to these analyses



Disadvantages of Synthetic Data
•  Can not ensure accuracy for every analysis

•  Model based: only as good as model
•  Workload-driven: only ensures low error on pre-

specified workload of queries.

•  Limited by Fundamental Law of Information 
Reconstruction [Dinur-Nissim 2003, …]
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Example: Wage-Gap analysis
•  Measuring and Explaining Wage Gap in the Federal 

Government by Race and Gender

•  Gender wage gap is persistent �
in the U.S. economy �
(Blau and Kahn 2016)



Data
•  Office of Personnel Management
•  “All” federal government workers, 1988-2011

–  Not military, post office, “3-Letter agencies”, sensitive occupations
•  5,609,493 unique individuals
•  40 variables

–  Individual characteristics
–  Wages, Level in Hierarchy, Occupation
–  Agency Characteristics, Macro Characteristics

•  42 million+ observations
•  381 agencies and 874 sub-agencies
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ABSTRACT
Linear and logistic regression are popular statistical techniques for
analyzing multi-variate data. Typically, analysts do not simply
posit a particular form of the regression model, estimate its pa-
rameters, and use the results for inference or prediction. Instead,
they first use a variety of diagnostic techniques to assess how well
the model fits the relationships in the data and how well it can be
expected to predict outcomes for out-of-sample records, revising
the model as necessary to improve fit and predictive power. Of-
ten, however, analysts cannot access the data directly due to pri-
vacy concerns, making it impossible to use standard regression
estimation and diagnostic procedures. Recently, a number of al-
gorithms have been proposed that perform linear and logistic re-
gression while ensuring privacy. However, the outputs of these
algorithms alone do not allow analysts to perform regression di-
agnostics. This severely limits the usability of the existing private
regression algorithms, as the outputs may well be giving noisy esti-
mates of parameters for an underlying model that completely fails
to describe the relationships in the data. In this article, we begin
to fill this gap in privacy preserving data analysis by developing
✏-differentially private diagnostics for regression. Specifically, we
create differentially private versions of residual plots for linear re-
gression and of receiver operating characteristic (ROC) curves for
logistic regression. The former helps determine whether or not the
data satisfy the assumptions underlying the linear regression model,
and the latter is used to assess the predictive power of the logistic
regression model. Our empirical studies show that these algorithms
are adequate for diagnosing the fit and predictive power of regres-
sion models as long as the size of the dataset times the privacy
parameter (✏) is not less than 1000.

1. INTRODUCTION
The increasing digitization of personal information in the form

of medical records, administrative & financial records, social net-
works, etc., has helped catalyze scientific inquiry in a number of
domains. However, this digitization also has increased concerns
over ensuring the confidentiality of the individuals from whom such
data are collected. A wealth of literature now shows that anonymiza-
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tion techniques that redact identifiers or coarsen attributes as well
as systems that allow users to query the database indiscriminately
[7], do not prevent determined adversaries from being able to learn
sensitive properties of individuals.

In response to this realization, researchers and data stewards have
developed strategies that limit how analysts can access the data,
with the goal of protecting confidentiality. One approach is to
require analysts to use algorithms that result in noisy answers to
queries of the confidential data, with the noise specified so attack-
ers cannot infer sensitive information from the algorithm outputs.
For example, algorithms can be designed to satisfy ✏-differential
privacy [5], a popular privacy constraint that ensures that the pres-
ence or absence of any one record does not significantly alter the
output of the algorithm. Another approach, taken by some gov-
ernment statistical agencies, is to release one-off synthetic, i.e., en-
tirely simulated, databases, so that the simulated records cannot be
meaningfully matched to genuine records [22, 19].

In this work, we consider contexts where analysts, working un-
der privacy preserving access constraints, seek to explain or predict
some outcome y from a multi-variate set of variables x. Absent
privacy constraints, the go-to tool for this task is regression mod-
eling. For continuous outcomes, the most popular model is linear
regression, in which we assume that y = �

0

+ � · x + ⇠, where
the �s are called coefficients, and ⇠ is the error that is assumed
to be normally distributed with 0 mean and some unknown fixed
variance �2. For binary outcomes (y 2 {0, 1}), the most popular
model is logistic regression, in which we assume that y, given x,
has a Bernoulli distribution with probability P (y = 1 | x) where
log[P (y = 1 | x)/(1 � P (y = 1 | x))] = �

0

+ � · x. We note
that one can use non-linear functions of x in the predictor function
in either model.

Regression is used for two primary tasks – explain associations
between the outcome and the explanatory variable and to use the
model to predict the outcome on unseen data. The former is es-
pecially important in public health, epidemiology, and the social
sciences, where the scientific questions typically focus on whether
specific variables are important (e.g., statistically significant) or
unimportant predictors of the outcome. For example, in a linear
regression seeking to explain salaries from demographic variables,
a social scientist might be interested in whether or not the coeffi-
cient (�) for an explanatory variable indicating “sex is female” is
statistically significant, given the other variables in the model. The
validity of such inferences depends critically on the reasonableness
of the assumptions underpinning the model. For example, if the
analyst specifies a linear relationship between salary and age (in
years) in the model, but the true generative relationship is quadratic
(as it generally is), it is pointless to interpret the inferences for the
coefficient for age from the ordinary least squares fit. The fitted

Outcome	  
variable	   Coefficients	   Explanatory	  

Variables	   Error	  



Linear Regression for Wage-Gap

Log(Pay) vs Race + Sex + Age2 + Age + Education �
                       + (Year, Bureau, Occupation Fixed Effects)

Parameter	   Es*mate.Synthe*c	  
b0	   9.613	  
	  	   (0.001095)	  
RaceAmInd	   -‐0.007	  
	  	   (0.000623)	  
RaceAsian	   -‐0.0204	  
	  	   (0.000383)	  
RaceBlack	   -‐0.0078	  
	  	   (0.000202)	  
RaceHisp	   -‐0.0143	  
	  	   (0.000299)	  
Female	   -‐0.0369	  
	  	   (0.000176)	  
Age	   0.0275	  
	  	   (0.000042)	  
Age2	   -‐0.0002	  
	  	   (0)	  
Ed	   0.015	  
	  	   (0.000042)	  
Year	   	  	  
Bureau	   	  	  
Occ-‐Cat	   	  	  
Occ	   	  	  
n	   25,241,583	  
nID	   2,852,256	  



True	  Database	   Regression	  	  
Model	  

Regression	  
DiagnosMcs	  



Regression Diagnostics
How well does the model explain the data?

How well does the model predict on new data? 



Example: Plots of Residuals
Explains how well a (linear) regression model fits the data
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Regression	  
DiagnosMcs	  



True	  Database	  

SyntheMc	  
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How good is the 
result obtained from 
the synthetic data? 

Hidden from the Analyst

Regression	  	  
Model	  

Regression	  
DiagnosMcs	  



True	  Database	  

SyntheMc	  
Database	  

True data might tell us !
gender wage gap is +4%

Synthetic data might tell us !
gender wage gap is -4%



True	  Database	  

SyntheMc	  
Database	  

Regression	  
model	  

Regression	  
DiagnosMcs	  

This will tell us whether 
the regression model fits 
or predicts on true data. 

But … there is a privacy 
issue!



Can not release true residual plot
Can reconstruct x given model and residual plot. 



True	  Database	  

SyntheMc	  
Database	  

Regression	  
model	  

Regression	  
DiagnosMcs	  

Need to develop methods 
to verify results on true 

data with privacy 
guarantees. 



Verification Server
•  Separate system with access to confidential and synthetic 

data
•  User submits query to system for verification of 

particular analysis
•  Server reports back measure of similarity of analysis on 

confidential and redacted data

[Reiter	  2009]	  



Challenge with Verification
•  Verification can lead to disclosures

•  Verification is not one time (unlike synthetic data)



Outline
•  What is synthetic data? 

•  What are verification servers? 

•  How can worst-case privacy loss be bounded?



Bounding the worst case privacy loss
•  Privacy Definition: a mathematical statement about the 

algorithm that defines privacy loss

•  Privacy loss parameter: quantifies worst case loss

•  Proof that algorithm satisfies the privacy definition with 
some finite privacy loss parameter.



Privacy Definitions
•  Differential Privacy is the current gold standard

•  Privacy parameter ε

•  Adding or removing one record to input database does not 
significantly change the output of the algorithm

•  Worst case guarantee over all databases and records
•  Plausible deniability
•  Additional risk of participating in computation is bounded
•  Bayes risk of revealing sensitive properties of individual records 

to informed adversaries* is bounded



Privacy Definition
•  Differential Privacy is the current gold standard [Dwork 2006]

•  Other definitions that generalize differential privacy
•  Pufferfish privacy                  [Kifer-Machanavajjhala 2014]
•  Blowfish privacy               [He-Machanavajjhala-Ding 2014]
•  Noiseless Privacy [Bhaskar et al 2012]
•  Coupled Worlds Privacy [Bassily et al 2013]
•  … 



Synthetic Data with Provable Privacy
•  U.S. Census Bureau was the first to develop a (synthetic) 

data release product with provable privacy guarantees

–  OnTheMap (residential counts)
•  A variant of differential privacy  [Machanavajjhala et al 2008]

–  OnTheMap (establishment counts)
•  Pufferfish privacy   [Haney et al 2017]



Synthetic Data with Provable Privacy
•  A growing number of general synthetic data generation 

algorithms that ensure differential privacy

–  Model based: e.g., PrivBayes [Zhang et al 2014]
–  Workload-driven: e.g., MWEM [Hardt et al 2012]



Verification with Provable Privacy
•  New area of research

•  Differentially private regression diagnostics
–  [Chen, Machanavajjhala, Barrientos, Reiter 2016]



Differentially Private Residual Plots 
The True Residual Plots



Differentially Private Residual Plots 
Differentially Private Residual Plots (ε = 1)



Differentially Private Residual Plots 
Differentially Private Residual Plots (ε = .1)



Multiple Release Problem
•  Verification is not one time (unlike synthetic data)

•  Need to reason about the worst case privacy loss across 
multiple data releases
•  Back to fundamental law of information 

reconstruction



Reasoning about privacy loss is hard
•  Sparse Vector Technique: a differentially private primitive.   

[Dwork-Roth 2014]

•  [Chen-Machanavajjhala 2015] and [Zhang et al 2016] showed 
that variants of this technique used in [Hardt 2011], [Lee et al 
2014], [Chen et al 2015] had incorrect privacy proofs. 
•  In some cases the entire database can be reconstructed 

using incorrect variants of this technique.



Sequential Composition
•  If algorithms A1, A2, …, Ak each satisfy differential 

privacy with privacy loss ε1, ε2, …, εk, then releasing the 
outputs of all these algorithms ensures differential 
privacy with privacy loss 

ε = ε1 + ε2 + … + εk

•  Also satisfied by other definitions like Blowfish, coupled worlds privacy …



Benefits of Sequential Composition
•  Proofs of privacy become simpler

•  If building blocks are proven to �
be private, it would be easy to �
reason about privacy of a complex �
algorithm built entirely using �
these building blocks.



The Privacy Budget
Composition => We can track the total privacy loss

Model: 
•  There is a total privacy budget
•  Individual analyses get a fraction of that budget
•  Stop when budget is exhausted



Privacy as Constrained Optimization
•  Three axes
–  Privacy
–  Error
–  Queries that can be answered

•  E.g.: Given a fixed set of queries and budget on the 
amount of privacy, what is the minimum error that can 
be achieved? 



Summary
•  Democratizing access to data is crucial to realize the data-driven 

revolution, but privacy concerns pose a barrier to data release.

•  Synthetic databases can help … �
… but may not permit all analyses with low error.

•  Verification servers can permit privacy preserving access to 
confidential data to support synthetic databases

•  Need techniques like differential privacy that are provably private 
under adaptive composition.
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