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Abstract.  The present paper introduces the new interconnection network of
the BOPS ManArray family of available core products. To form a ManArray
network, the processing elements are completely connected within clusters and
communicate with members of only two other clusters thereby reducing signal
fan-out and wiring density.  With this simple network, single-step
communications between a hypercube and its compliment node, single-step
transpose operations, and a diameter of 2 are achieved.

1 Introduction

As chip densities continue to improve, demand increases for the low cost integration
of high performance parallel processing systems.  For example audio, video, and
communication signal processing are but three areas requiring very high performance
that are in demand for low cost consumer products.

High performance multi-processor array systems, such as the mesh, torus, and
hypercube [1, 2, 3, 4] have some characteristics, we feel, that limits their use for
System-On-a-Chip products.  Consequently, the ManArray family of processor cores
was developed for high volume commercial applications with improved network
connectivity, a simple implementation scheme, and a simple programming model.

This paper introduces the ManArray processor platform as a strong contender to
be a ubiquitous, high-volume signal processor in commercial applications.

2 Background

In this section we briefly describe some characteristics of conventional networks,
which we felt were too limiting for the intended products.

A crossbar switch interconnection network is generally known to be expensive
to implement since for N processors it has a cost of O(N2).  Even on single chip
systems, with relatively small N, this wiring, fan-out, and logic delay limits its
acceptability for a pervasive scalable approach to single chip multiprocessing.

The torus has limited connectivity between processing elements (PEs), which
can cause high communication latency effects.  Even though new approaches to
arrays have been proposed in [5, 6, 7, 8], due to their irregularity of PE combinations
there are problems in the implementation and with the generality of connections.
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The hypercube [9, 10] reduces the communication latency from O(n) on a nxn
torus to O(logn), the distance between two binary complement nodes. But even
O(logn) can represent a high latency on large networks.  Reducing the longest path
between complement PEs has been deemed difficult and costly.

In the next section we present the ManArray network, which alleviates the
previously stated concerns by improving the connectivity among the PEs with low
implementation expense and low interconnection wiring requirements.   

3 ManArray Network

The ManArray network achieves the goals of providing higher connectivity than a
mesh, torus, or hypercube network, a simple switch implementation for multiple array
sizes, and a simple programming model.

First we explain how we create the ManArray organization of PEs.  Consider by
way of example, a 2D 4 x 4 torus and the corresponding embedded 4D hypercube,
written as a 4 x 4 table with the hypercube node labels, see Fig. 1A.  In Fig. 1A, the
PEi,j cluster nodes are labeled in Gray-code as follows: PEG(i),G(j)where G(x) is the Gray
code of x.  Along the rows and the columns of this table, the distance between adjacent
elements is one.  If columns 2, 3 and 4 are rotated one position up, then the distance of
the corresponding elements between the first and the second column becomes two.
Repeating the same rotation with columns 3 and 4 and then column 4, the distance
between elements of a column with the corresponding elements of the adjacent
columns is two.  The resulting 4D ManArray table is shown in Fig. 1B.

It is important to note that each row of the table contains a grouping of 4 nodes,
including two pairs of diametrically opposite hypercube nodes.  In higher dimensional
tori, and thus hypercubes, the grouping of diametrically opposite nodes is achieved by
the same rotation along each new dimension except the last one.
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Using these groupings, it can be shown that the complexity of the ManArray
network is small although its connectivity is high.  To demonstrate this, we show how
this organization of PEs is interconnected with a simple cluster switch network.

A 4x4 ManArray with torus and hypercube node Ids, in Fig. 2, consists of four
2x2 clusters.  The cluster-switch for the upper left hand 2x2 is shown partitioned into
four groups, each consisting of a 4-input and a 3-input multiplexer.  Each of these
groups is associated with a particular PE and this has been indicated with the dotted
line arrows.  For example, PE0,0 is associated with the “A” group multiplexers a1 and
a2.  The circled multiplexers are controlled by their associated PE.
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The 4x4 ManArray includes connection paths that connect hypercube
complements as shown in Fig. 2.  For example, PE 0111 (PE1,2) can communicate
with PE 1000 (PE3,0) as well as the other members of its cluster.  The longest path
between hypercube complement PEs, 4 steps for a 4D hypercube, is reduced to 1 step
in the ManArray network.  The improved connectivity and simplicity of the
ManArray network supports single-cycle communications and efficient algorithms.

4 ManArray Network Properties

In this section, we discuss some of the properties of the ManArray network within the
problem domain of single-chip parallel processors.  For the purposes of this paper we
constrain our discussion to network sizes that can be implemented on a single chip.
With the advancement of technology though, the number of PEs in a ManArray
processor scale with the technology allowing larger array sizes to be developed for
future products.

The network diameter is the largest distance between any pair of nodes and
captures the worst case number of steps required for node-to-node communication.
The smaller the diameter, the fewer steps needed to communicate between far away
nodes.  Small network diameters are desirable.  As the table below shows, the
network diameter of a d-dimensional hypercube is d, and with the addition of the
complementary node connections it becomes,  d/2 . Note that only the edges
connecting complementary nodes are accounted for in the middle column.

For this introductory paper, we add the third column labeled "ManArray
Network", which indicates the number of edges contained in the structure as well as
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Figure 2  4x4 ManArray highlighting cluster switch control 
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the constant network diameter of 2 for current ManArray single chip
implementations.  In this paper, we show by way of example the connectivity of a
4x4 ManArray (Figure 2).  Each 4-PE cluster contains 12 uni-directional edges or 6
bi-directional edges, if you exclude the self-connecting edges.  With four clusters, this
amounts to 24 bi-directional edges.  In ManArray, any PE in a cluster can
communicate with any PE in an adjacent cluster.  Consequently, there are 16 bi-
directional edges between any cluster.  The ManArray needs only 8 uni-directional
connections between the clusters since that is the maximum number of paths that can
be connected between 8 PEs at any one time.  By sharing these 8 uni-directional links
appropriately with the multiplexers used in the cluster-switches, the 16 bi-directional
path combinations can be created.  The total number of edges in a 4x4 ManArray is
24 + 4*16 = 88 corresponding to d=4 and k=2 in the table.
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* A hypercube and a hypercube with complementary edges are proper subgraphs of the ManArray.

Where the upper bound on "k" and "d" depends upon the chosen process technology
and the processor cycle time requirements.

With the full number of ManArray edges provided as shown in the third
column above, the network diameter is reduced to a constant diameter of 2 for all d,
within the design constraints of the process technology.

5 ManArray Processing

Generally speaking, ManArray combines PEs in clusters that also contain a Sequence
Processor (SP), uniquely merged into the PE array, and a cluster-switch,
interconnecting the PEs.  The SP provides program control, contains the instruction
and data address generation units, and dispatches instructions to the processor array.

Each PE contains five execution units (a multiply accumulate unit, an
arithmetic logic unit, a data select unit (DSU), a load unit, and a store unit, supporting
various 8/16/32/64-bit packed-data types) a 32x32-bit reconfigurable register file, a
VLIW-Instruction-Memory unit, and local data memory.  The DSU supports shifts,
rotates, and single-cycle PE-to-PE communications across the ManArray network.
With the indirect VLIW (iVLIW) architecture, the communications operations can be
overlapped with the compute operations, thereby providing zero-latency data transfers
between PEs.  The load and store units provide independent data paths between the
local memory in each PE in the array.  This allows very high memory bandwidth
support for compute-intensive algorithms.  
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6 Conclusions

Using the ManArray network, BOPS has implemented an advanced, scalable family
of DSP cores for emerging applications such as broadband communications, digital
video, digital audio, imaging, and graphics.  The BOPS ManArray (Hardware,
Software, and Programming Environment) is the culmination of a thorough
examination of DSP requirements, dozens of innovative ground-breaking patents, and
hundreds of man-years of development effort.  The ManArray elegantly provides
three basic levels of parallelism (indirectVLIW, packed-data, and multi-processing),
all independent of each other and available to the compiler or programmer on an as-
needed basis.  These features are combined in a way which allows a 2x2 ManArray
processor to produce a radix 4 distributed 256 point FFT in 425 cycles using complex
numbers of 32 bits (16 bits for real and imaginary parts) and an 8x8 IDCT in 34
cycles that meets IEEE standards.  And finally, because these emerging markets are
primarily System-On-Chip markets, BOPS is providing the ManArray as licensable
IP in the form of Cores, SW, and Programming Tools.
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