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ABSTRACT
This paper describes numerical estimation techniques for coded aperture snapshot spectral imagers (CASSI). In
a snapshot, a CASSI captures a two-dimensional (2D) array of measurements that is an encoded representation
of both spectral information and 2D spatial information of a scene. The spatial information is modulated by
a coded aperture and the spectral information is modulated by a dispersive element. The estimation process
decodes the 2D measurements to render a three-dimensional spatio-spectral estimate of the scene, and is therefore
an indispensable component of the spectral imager. Numerical estimation results are presented.
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1. INTRODUCTION
A spectral imager captures the power spectral density of light as a function of wavelength λ and spatial location
(x, y). In other words, it acquires a three-dimensional (3D) data cube of information, (x, y; λ), about the scene
being imaged. Knowledge of the spectral content at various spatial locations can be valuable in identifying the
composition and structure of objects in the scene being observed by the spectral imager.

It is common and conventional for most spectral imagers to acquire such a spatio-spectral data cube through
temporal scanning either spectrally or spatially.1–3 While temporal scanning is suitable for spectral imaging of
a static scene, it complicates and limits the subsequent image processing and analysis for a dynamic scene due
to the artifacts induced by the temporal overlap of the scanning operation of the spectral imager with dynamic
changes in the scene. In contrast, a snapshot spectral imager eliminates such temporal overlap. In Coded
Aperture Snapshot Spectral Imagers (CASSI),4,5 the 3D spatio-spectral information about a scene of interest is
first encoded and acquired with one snapshot at the two-dimensional (2D) detector array. An estimate of the
3D data cube is then obtained by decoding the 2D array of measurements with numerical estimation techniques.

In encoding the 3D information into a 2D representation, a CASSI system utilizes a coded aperture and one
or more dispersive elements to modulate the optical field from a scene. Here, we are particularly interested in
the single disperser CASSI (SD-CASSI).4 It uses an objective lens to image the scene on to the aperture of a
coded aperture spectrometer.6 In essence, the SD-CASSI extends the utility of the coded aperture spectrometer
to coded aperture spectral imaging.

In decoding, the gradient projection for sparse reconstruction (GPSR) method was used in previous work to
estimate the data cube, based on the assumption that the data cube had a sparse representation in a wavelet
basis.4 In this paper, we report on alternative methods for estimating the spatio-spectral information from a
2D snapshot SD-CASSI detector measurement.

The rest of the paper is organized as follows. In the next section, we describe a particular SD-CASSI
prototype, and the discretization of a simple mathematical model for light propagation through the instrument.
In Section 3, we describe the process of calibrating SD-CASSI in order to provide image estimation algorithms
with a system-specific model that also accounts for additional factors that are absent in the simplified light
propogation model. In Section 4, we describe three spectral image estimation algorithms. In Section 5, we
present our comments on experimental results generated by the use of the estimation algorithms on experimental
data. Section 6 concludes the paper.
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2. SD-CASSI SYSTEM DESCRIPTION

2.1 Schematic and physical features

The study reported in this paper used a new SD-CASSI prototype that was designed to address the optical
limitations of our previous prototype.4 In particular, the previous prototype had a limited field of view, with
severe blurring at the edges of the field and suffered from the presence of a wavelength dependent anamorphic
distortion due to the use of an equilateral prism in the setup. Figure 1 shows a schematic of our latest SD-CASSI.
The instrument consists of (1) an objective lens, (2) a coded aperture, (3) a bandpass filter, (4) an F/8 relay
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Figure 1. (a) Schematic of SD-CASSI. (b) Ray bundles passing through the double Amici prism and being dispersed
differently at different wavelengths.

lens, (5) a double Amici prism, and (6) a monochrome charge-coupled device (CCD) detector. The objective
lens images the scene on to the plane of the coded aperture. The coded aperture is lithographically patterned
as a chrome coating on a quartz substrate, with an anti-reflective coating on both sides over 400− 700 nm. The
aperture code used in all the experiments is a random 256 × 248 element binary pattern as shown in Figure 2,
with the smallest code feature being 2 × 2 CCD pixels (19.8 µm in each side). This limits the spatial size of
the reconstructed data cube to 256 × 248 spatial elements. The bandpass filter (Semrock) limits the spectral
range between 450 − 650 nm. A relay lens (Edmund Optics part C45762) relays the image from the plane of
the coded aperture to the CCD. The double Amici prism is custom designed (Shanghai Optics Inc.). The angles
and glass types of the prism are chosen to ensure that rays corresponding to the center wavelength of 550 nm go
through the prism un-deviated, while those of adjacent wavelengths are dispersed to either side of the 550 nm
rays. This property is useful because all the components of the instrument can be placed in a line on a rod-cage
assembly, which makes system alignment much easier than that of our previous prototype. Furthermore, since
the path lengths of all wavelengths from the prism to the CCD are similar, there is no wavelength dependent
anamorphic distortion. The CCD detector is monochromatic, with 9.9 × 9.9 (µm)2 pixels (AVT Marlin, Allied
Vision Technologies).
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Figure 2. The aperture code: a random 256 × 248 binary element pattern, with the smallest element feature being 2 × 2
CCD pixels (19.8 µm on each side). The cross on the top helps to align the aperture code with the detector pixels during
the calibration process.

All the parts were mounted on a sturdy, metal rod/cage system (Thorlabs), which served as the backbone of
the instrument in front of the CCD. The coded aperture and the double Amici prism were placed inside rotation
mounts that could be adjusted to ensure proper horizontal alignment of the image of the coded aperture and to
ensure horizontal dispersion across the detector.

2.2 Light propagation model

In this section, we further develop the basic mathematical model that was previously used to describe SD-CASSI.4

Let T (x, y) be the transmission function printed on the coded aperture. If we denote the spatio-spectral power
spectral density right before and after the coded aperture by f0(x, y;λ) and f1(x, y; λ), then,

f1(x, y; λ) = T (x, y) f0(x, y;λ). (1)

In other words, each spectral slice of the data cube f0(x, y;λ) is spatially modulated by the coded aperture. In
the case that T is a binary occlusion mask as shown in Figure 2, we can say that the cube is punched along
the spectral dimension. For the purpose of showing the distinctive system features, we ignore the impact of the
optical point spread function on the propagation of light through the instrument. After further propagation
through the relay optics and the dispersive element, the power spectral density at the detector plane is

f2(x, y;λ) =
∫∫

δ (x′ − (x + S(λ))) δ(y′ − y) f1(x′, y′;λ) dx′ dy′

= f0(x + S(λ), y; λ)T (x + S(λ), y). (2)

where
S(λ) = α(λ)(λ − λc)

describes the dispersion induced by the double Amici prism with the center wavelength λc (550 nm for SD-
CASSI) and the dispersion coefficient α(λ). The dispersion is linear only when α(λ) is constant. In SD-CASSI,
the dispersion is along the x direction only, as described in (2). The propagation through unity-magnification
imaging optics is described by the Dirac delta function and the spatial integration. We say that the data cube
is sheared along the x direction. The detector array measures the intensity of incident light rather than the
spectral density. In particular, the image on the detector array is the result of an integration process over the
spectral range Λ,

g(x, y) =
∫

Λ

f0(x + S(λ), y; λ)T (x + S(λ), y) dλ. (3)
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In summary, (1−3) are used to model the propagation of light within SD-CASSI and describe the following
three steps: punch (along the spectral dimension), shear (along x dimension) and smash (along the spectral
dimension).

Since the detector array is spatially pixelated, the measurement at the (m,n)th pixel is

gmn =
∫∫

p(m, n; x, y) g(x, y) dx dy + ηmn (4)

where ηmn is additive noise, and

p(m,n; x, y) = rect
( x

∆
− n

)
⊗ rect

( y

∆
− m

)

is the Kronecker product, denoted by ⊗, of the one-dimensional unit-support rect functions, with ∆ as the pixel
side length in each spatial dimension.

2.3 Model discretization

Model discretization has the important role of linking the light propagation model in continuous form to the
design of system calibration quantities and numerical reconstruction models in discrete and finite representations.

In spatial discretization, we are concerned not only with the pixelation at the detector, but also the spatial
modulation of the spatio-spectral power spectral density at the coded aperture. The aperture pattern T (x, y) is
designed as an array of square features, with each feature having a side length q∆, an integral multiple of the
detector pixel size. Let t(i, j) represent the binary value at the (i, j)th feature, with a 1 representing an open
code feature and a 0 representing a closed code feature. Then, T (x, y) can be described as

T (x, y) =
∑
i,j

t(i, j) τ(i, j; x, y), (5)

with

τ(i, j; x, y) = rect
(

x

q∆
− j

)
⊗ rect

(
y

q∆
− i

)
. (6)

Substituting (5) into (3), we have

g(x, y) =
∑
i,j

t(i, j)
∫

Λ

τ(i, j; x + S(λ), y) f0(x + S(λ), y; λ) dλ.

For spectral discretization, the spectral range of the instrument is partitioned into a finite number of sub-
intervals Λk, or channels. Thus, the incident intensity at point (x, y) at the detector plane is further represented
as

g(x, y) =
∑
i,j,k

t(i, j)
∫

Λk

τ(i, j; x + S(λ), y) f0(x + S(λ), y; λ) dλ

=
∑
i,j,k

t(i, j) τ(i, j; x + sk, y) f0(x + sk, y; λk)wk + η̃k. (7)

with some λk in Λk, sk = S(λk), and quadrature weight wk. The error introduced by the discretization is
described as an additive noise η̃k. Equation (7) can be rewritten as follows,

g(x, y) =
∑
i,j,k

t(i, j − sjk) τ(i, j − sjk; x + rjk, y) f0(x, y;λk) wk + η̃k, (8)

where j − sjk are the code features overlapping with Λk, and rjk = sk − sjk.
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In (8), the 3D power spectral density function at the scene, f0, is separated from the operation of the disperser.
By substituting (8) into (4) we can relate the discrete detector measurements to the 3D power spectral density
function in a discretized form,

gmn =
∑
i,j,k

h({m,n}, {i, j, k}) f(i, j, k) + ηijk, (9)

with
h({m,n}, {i, j, k}) =

∫∫
p(m,n; x, y)

∑
sjk

t(i, j − sjk)τ(i, j − sjk; x + rjk, y) dx dy, (10)

and
f(i, j, k) = wk f0(xj , yi; λk), (11)

for some (xj , yi) within the support of pixel (m,n). In the integration over each detector pixel, we have applied
the generalized mean value theorem.

The matrix formation of the discrete measurement equation in (9) is as follows,

g =
∑

k

Hkfk + η = H f + η (12)

with the elements of the channel-specific matrices Hk and data fk specified in (10) and (11), respectively,

Hk = [h({:, :}, {:, :, k})] , fk = [f({:, :, k})] .

The matrix H is non-negative. By (10), the elements of H are not necessarily binary, due to the non-linearity in
dispersion, the non-delta-like point spread function of the instrument optics, as well as potential misalignment
between the pinhole locations and detector pixels. As the number of pixels on the detector used for the mea-
surement is smaller than the number of aperture code elements multiplied by the number of spectral channels,
the system is under-determined.

3. SYSTEM CALIBRATION

System calibration is a critical process to fill the gap between an abstract system operator as in (12) and a
system-specific operator used for spectral image estimation. The system operator found through calibration not
only associates the abstract one with a specific form, but also accounts for the optical point spread function,
fabrication errors in the manufactured aperture code and non-linearity in dispersion by the double Amici prism.
The calibration process respects the discretized system model as we describe below and can also facilitate the
construction of different models for spectral image estimation as we describe in Section 4.3.

3.1 Calibration quantities

Element-wise calibration of the system operator H is particularly challenging due to the spatial modulation by
the coded aperture and the spectral modulation by the double Amici prism. Instead, based on the quantization
formulas (10) and (11), we collect a rich data set for constructing different discrete measurement matrices.
Specifically, we take detector measurements at 231 equally spaced wavelengths from 440 to 670 nm after uniformly
illuminating the coded aperture with each monochromatic wavelength of light within and around the bandpass
(450 − 650 nm) of the instrument.

This set of measurements is obtained with careful efforts to reduce or remove certain data corruptive processes,
including (i) the dark noise on the CCD, (ii) the non-uniform spectral intensity of the calibrating light source
being coupled through a monochromator and a fiber to the instrument aperture, and (iii) the non-uniform
spectral sensitivity of the detector.
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3.2 Calibration process
We give a brief summary of key processes performed during calibration of SD-CASSI:

1. Illumination control: Every effort was made to illuminate the aperture code as fully and uniformly as
possible by the fiber connected to the monochromator.

2. Shot-noise reduction: At each wavelength, 10 detector frames were captured and averaged to reduce
the impact of shot noise.

3. Background subtraction: At each wavelength, 10 dark frames were captured at the same exposure time
as the bright frames and averaged. The averaged dark frame at each wavelength was then subtracted from
its corresponding bright calibration frame.

4. Exposure time adjustment: To improve the signal-to-noise ratio (SNR) of the image of the aperture
code at each wavelength, the exposure time at each wavelength was scaled so that the mean counts over
the coded aperture in the detector measurements at all wavelengths were similar.

5. Light source spectral intensity distribution: Light from the source at each wavelength was measured
with a photodiode having a known responsivity curve to obtain a calibration curve for the non-uniform
spectral intensity of the light source.

The wavelength dependent images of the aperture code obtained after background subtraction were scaled by
the non-uniform exposure time curve and the non-uniform light source spectral intensity distribution function
to obtain a system-dependent model for the system operator H.

3.3 Calibration results
The procedure described above was performed to produce a well calibrated system operator consisting of 231
monochromatic images of the aperture code in 1 nm increments between 440− 670 nm. We show two important
results of the calibration process. The first result describes the non-linearity of the dispersion by the double
Amici prism. The purple dots in Figure 3 track the position of the cross on top of the monochromatic image
of the coded aperture as a function of wavelength. In essence, this non-linear curve discretely captures the
dispersion coefficient α(λ). The dispersion at the blue end of the spectrum is much greater than that at the red
end.
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Figure 3. Down-sampling of the system operator for selection of the spectral channels used by the spectral image estimation
algorithms.

The second result is the selection of the spectral channels for use with the spectral image estimation al-
gorithms. Figure 4 shows 33 monochromatic images of the coded aperture, each displaced by one column of
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detector pixels. As the wavelength increases, the image of the aperture code shifts from right to left. The images
correspond to spectral channels centered at the chosen wavelengths (highlighted by black targets and with their
respective bandwidths shown in Figure 3). Note that the spectral channels are not of equal width, due to the
non-linearity in dispersion. The blue channels are narrower than the red channels. The quality of the spectral
image estimate is limited without such valuable information.

454 nm 458 nm 462 nm 465 nm 468 nm 472 nm

475 nm 479 nm 483 nm 487 nm 491 nm 496 nm

500 nm 505 nm 509 nm 514 nm 520 nm 525 nm

531 nm 537 nm 543 nm 549 nm 556 nm 564 nm

571 nm 579 nm 587 nm 596 nm 605 nm 615 nm

626 nm 637 nm 650 nm

Figure 4. Calibrated SD-CASSI system response demonstrating the instrument’s response to uniform illumination of the
aperture at 33 different monochromatic wavelengths.

4. NUMERICAL ESTIMATION OF SPATIO-SPECTRAL DATA CUBES

The SD-CASSI measures a 2D multiplexed projection of the 3D spatio-spectral data cube representing the
scene. When the number of the detector pixels is smaller than the number of the voxels in a discretized 3D
data cube, the measurement equation (12) is under-determined, and in many cases, overly under-determined.
Image estimation algorithms differ primarily in exploring and exploiting additional properties or structures in
the data cube that are known a priori or rendering an image estimate from a certain preferred perspective. In
this section, we describe three such estimation algorithms.

4.1 GPSR

The Gradient Projection for Sparse Reconstruction (GPSR) method is an algorithm framework developed by
Figueiredo, Nowak and Wright.7∗ GPSR has previously been used for spectral image estimation4 with the

∗GPSR code available on line at http://www.lx.it.pt/∼mtf/GPSR/
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assumption that objects in the scene have piecewise smooth spatial structure and that the image of the scene
is compressible in its representation in the un-decimated wavelet basis, W, with wavelet coefficients θ. GPSR
found a sparse solution to the following non-linear, unconstrained minimization problem:

f̂GPSR(Υ) = W
[
argmin

θ

{
1
2
‖g − HW θ‖2

2 + Υ‖θ‖1

}]
.

Specifically, the spatial image at each spectral band, fλk
was represented in a rich wavelet space,

fλk
= W θλk

,

where W denotes the 2D un-decimated wavelet transform matrix, which is adaptively determined by the scene,
not determined a priori, and θλk

denotes the 2D coefficients. The wavelet transform operations were un-
decimated to ensure that the operations were translationally invariant. The corresponding SD-CASSI detector
measurement was represented as:

gnm =
∑
λk

(Hk W θλk
)nm + ηnm,

where Hk is as described in (12).

The first term in (13) minimizes the �2 distance between the detector measurements, g, and the contribution
from the estimate θ. The second term is a penalty term that encourages sparsity of the reconstruction in a
wavelet domain and controls the extent to which piecewise smooth estimates are favored. In this formulation,
Υ is a tuning parameter for the penalty term and higher values of Υ yield sparser estimates.

An estimate for the data cube, f̂(Υ), for a chosen value of Υ, was found by an iterative optimization
procedure. This method searches for a data cube estimate with a sparse representation in a wavelet basis; i.e.
the coefficients in θ are mostly zeros numerically.

Empirically, while the use of redundant wavelet transform operations result in better data cube estimates
than non-wavelet transform operations, GPSR iterations with these operations involve large matrices and are
very slow. Furthermore, the use of wavelet transforms means that the algorithm requires spatially square data
cubes with dimensions that are powers of 2. This means that the GPSR algorithm does not take advantage
of the separable nature of the SD-CASSI system model along the vertical dimension, which can allow the data
cube estimation problem to be broken down into sub-problems and parallelized.

4.2 TwIST

TwIST (Two-step Iterative Shrinkage/Thresholding) is another algorithm framework introduced by Bioucas-
Dias and Figueiredo8†. In the context of image reconstruction for a CASSI system, TwIST describes a data
cube solution as the solution to the generalized non-linear, unconstrained minimization problem:

f̂TwIST (Υ, Φ) =
[
argmin

f

{
1
2
‖g − H f ||22 + ΥΦ(f)

}]
.

where the choices for the regularization function Φ(f) include but are not limited to the �1 norm.

As an alternative to wavelet-based regularization used with GPSR, we use the total variation (TV) regularizer
with TwIST:

ΦTV(f) =
∑

k

∑
i,j

√
(f(i + 1, j, k) − f(i, j, k))2 + (f(i, j + 1, k) − f(i, j, k))2. (13)

The TV terms penalizes the solution candidates with higher discrete gradients horizontally and vertically. When
the data cube is spatially piecewise smooth, the gradient of the image slice fk at channel k is sparse.

With this choice of regularizer, the TwIST estimate of the data cube, f̂TwIST , corresponds to finding a
compromise between the lack of fitness of a candidate estimate to the measurement data, g, and its degree of

†TwIST code available on line at http://www.lx.it.pt/∼bioucas/TwIST/TwIST.htm
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undesirability, given by the penalty term ΦTV (x). Just as with the GPSR formulation, Υ is a tuning parameter
for the penalty term and higher values of Υ yield spatially smoother estimates of f .

Empirically, the estimation of the data cube using TV instead of wavelet basis operations has at least
two important advantages. First, computing the TV of each spectral slice in the data cube is much faster
than computing its redundant wavelet transform, making TwIST iterations much faster than GPSR iterations.
Second, TV has no restriction on the spatial dimensions of the data cube. As a result, we can take advantage
of the separability of the SD-CASSI system model (see (3)) in the vertical dimension. For example, estimating
an n × n × m data cube from an n × (n + m − 1) detector measurement can be performed by combining two
n
2 × n × m estimated by dividing the detector measurements into two n

2 × (n + m − 1) arrays and processing
these arrays on separate computers.

4.3 NeAREst

We briefly introduce an alternative algorithm framework called NeAREst, which stands for nested adaptive
refinement estimation,9 in the context of spectral image estimation for SD-CASSI. The NeAREst framework is
primarily used for different situations where locality of spatial smoothness and sparsity are not easily regulated
across all resolution scales, or the minimal total variation in gradients may sacrifice regional modest variation
and hence the detail. It also removes the time-consuming and interaction-intensive search for a scene-dependent
regularization parameter. In NeAREst, it is assumed that with any specific imager system, one can ‘bundle’
the propagating light rays at different granularity levels in quantization, either spatially or spectrally, or both
jointly. This is indeed the case with the CASSI system, based on the model discretization in Section 2.3 and the
calibration procedure in Section 3.

Under this assumption of a variable quantization hierarchy, NeAREst is provided with a nested structure
of models starting at a coarse quantization level moving towards the finer and target quantization level. In
particular, consider the system model for the SD-CASSI. The discretization of the spectral range into sub-
channels or sub-bands, as described in (7), can vary in quantization scale. In the case that the dispersion is
non-linear, as we have shown in Figure 3, the discretization can be made equally spaced in terms of pixel shifts or
in terms of the bandwidths of the spectral channels. Spatially, features of the aperture code can be represented
at least at two granularity levels. At the physical level, they are twice as large as the detector pixels; at a finer
level, the virtual features can be of the same size as the detector pixels. Furthermore, one can aggregate the
features into larger sub-aperture codelets. At a coarser level, there may be more than one system model, with
different quantization nodes and weights. The system model at any scale level s is of the same form

g = Hsfs,

as in (12), with the aperture code function in (6) replaced by aggregated codelet functions at a coarser level.
However, the measurement equations across scale levels differ in the degree of freedom, with coarser-level equa-
tions having a lower degree of freedom. The equation at the coarsest level is not necessarily determined or
over-determined. Such a model setting is specific to the imager instead of any particular image. It can be
facilitated or limited by system calibration effort.

In reconstruction models, the measurement equation at each scale is replaced by a variational formulation
to address properties or features of the solutions (such as non-negativity), as well as in the measurements (such
as the presence of noise). For example, one may take the Csiszar version of the Kullback-Leibler divergence,

arg min
fs

=
∑
m,n

gmn log(gmn/(Hsfs)mn) − (gmn − (Hsfs)mn). (14)

According to the hierarchical quantization procedure, the estimates of the physical image at different levels shall
be consistent in the sense that the change between the solutions at two neighboring levels is within predictable
bounds. In other words, this hierarchical consistency condition describes and restores the physical nature that
is lost in the fixed discretized measurement equation at a single quantization level. Thus, it effectively narrows
down the permissible solution domain from the null space of the measurement equation at the target level, which
is linear and most likely high dimensional.
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A few remarks are in order. First, NeAREst introduces a scheme to describe the non-linearity in spatially and
spectrally modulated light propagation. This is complimentary to, but cannot be replaced by, the non-linear
basis selection for a sparse solution with respect to a single discretized linear measurement equation. More
specifically, with a fixed discrete measurement operator Ho, and a rich database W for basis functions, as used
with the GPSR algorithm, the selection of HoW may change the representation resolution, and change it in a
non-linear fashion such as one that exploits or imposes sparsity. However, this does not recover the non-linearity
in spectral dispersion or spatial variation in the point spread function at a finer level. Such non-linearity can
be potentially captured by the model quantization hierarchy to a great extent. Secondly, NeAREst does not
require any additional measurements for the nested models; in the case of SD-CASSI, it only requires a snapshot
of 2D measurements. The nested models are built just once after system calibration. Furthermore, the nested
model setting helps with monitoring and accelerating the process of numerical estimation. We elaborate on the
last remark below.

In numerical image reconstruction, one resorts to iterative methods for solving the variational optimization
problems. For example, the Richardson-Lucy iteration procedure10 is known to reach a solution to the mini-
mization problem in (14). There are three main numerical issues to be concerned with. An iterative process,
if it converges, does not necessarily produce the global solution, and it strongly depends on the location of the
initially provided estimate. The number of iterations to reach a satisfactory solution also strongly depends on
the initial estimate. The third issue, which is subtle and needs more attention, is the lack of sensitivity of a
single-valued objective function to simultaneous changes in a great number of unknowns at each iteration.

In NeAREst, the primary approach to dealing with these fundamental numerical issues is based on the nested
model structure, which not only configures the space of permissible estimates but also provides a systematic
cascade of iterative processes across the scale levels. In particular, NeAREst generates an initial estimate at a
finer level from the estimates at the next coarser level. Each iteration at a coarse level requires fewer operations
and there are fewer total number of iterations. This is not necessarily true with a GPSR-like method, where
every basis function with its coefficient is evaluated with the discrete measurement operator at the target level.
In the process of monitoring the estimate at each iteration, NeAREst does not depend solely on the objective
function at the target level. In this sense, NeAREst may be seen as a vector-valued variational method, where
variational functions across the quantization levels provide structured information and metrics on the iterative
estimates in succession.

The second distinctive feature of NeAREst is adaptive refinement in the iterative process at each level. In
Section 5, we show the accelerating effect of adaptive refinement without going into a detailed discussion.

5. NUMERICAL EXPERIMENTS

In this section, we present experimental results with the use of SD-CASSI and the reconstruction algorithms
described in Section 4.

5.1 Experiment setup

In the experiment setup, we use a static scene that consists of four plastic objects of four different colors and
shapes. The objects include a red apple, yellow banana, green pineapple and a blue stapler. All the objects are
sitting on a counter top against a black backdrop as shown in Figure 5(a), which is captured by an RGB digital
camera (Canon). The aperture code is an array of 256 × 248 elements with each element the same size as the
detector pixel. The smallest feature size is twice as large as the detector pixel on each side. The SD-CASSI
detector array measurement includes 256 × 280 pixels, as shown in Figure 5(b). One easily observes the spatio-
spectral overlap of the aperture code modulated images of the four objects due to the dispersion. The 82 ms
exposure was taken under normal fluorescent lights in the ceiling of the laboratory room where the experiment
was performed.

We now describe the partition of the spectral range into a finite number of spectral channels (intervals).
A spectral channel Λk is described by its center wavelength λk and its width wk. At the finest partition, we
have an image of the aperture code under uniform illumination at every integral wavelength from 440 to 670
nm. The spatio-spectral shift is non-linear in wavelength, i.e., the dispersion is non-linear, or the dispersion
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Figure 5. (a) A scene of colorful objects and (b) the corresponding SD-CASSI detector measurement.

coefficient function α(λ) in (2) is not constant. For convenience in spectral image estimation, we select a subset
of the aperture code images so that the displacements of the aperture code in the chosen images is one column
of detector pixels. These spectral channels with equally-spaced shifts are not of equal width, due to the non-
linearity in the dispersion, as shown in Section 3. In particular, we select 33 channels each displaced by one
column of detector pixels from adjacent channels due to dispersion. This results in a 256× 280 × 33 data cube.
We refer to this data cube as the calibrated operator cube, which describes in most part the forward operator,
as in (12), from the 3D scene of size 256× 248× 33 in voxels to the 2D measurement of size 256× 280 in pixels.

The detector measurement and the calibrated operator cube were then provided to each of the estimation
algorithms described in Section 4. The available implementation of the GPSR algorithm with the redundant
wavelet basis regularizer was unable to handle the spectral image estimation problem with more than 2 million
unknown voxels. We report numerical reconstructions with TwIST and NeAREst.

5.2 Experiments with TwIST

Figure 6 shows the spectral image estimate with 33 spectral channels generated over 50 iterations of the TwIST
algorithm using the TV regularizer (13). The spatial content of each of 33 spectral channels between 454 nm to
650 nm is shown. We note that the mask modulation on the spatial structure visible in Figure 5(b) has been
removed from all the spectral channels.

With the TwIST-based algorithm, the value of the regularization parameter Υ was chosen to be 0.1 and the
number of iterations in the total variation minimization step in each TwIST iteration was set at 4. These two
parameters were chosen based on the visual inspection of the reconstructed data cube at the end of 50 TwIST
iterations. There was no noticeable change beyond this point. We set the initial estimate of the data cube by
projecting the detector measurement with the transposed operator, HTg. The algorithm would take many more
iterations to converge to a solution with a random initial estimate.

Figure 8(a) shows a color restoration of the TwIST estimate of the scene.

5.3 Experiments with NeAREst

A visual representation of the data cube estimated by NeAREst looks very similar to that generated by the
TwIST estimate in Figure 6. We have therefore chosen not to include such a Figure for the NeAREst estimate.
The spectral image estimation process with NeAREst takes substantially fewer iterations, with each iteration
requiring substantially fewer arithmetic operations as well, in comparison to that by TwIST. No regularization
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Figure 6. Spectral image estimate with SD-CASSI data using the TwIST-based algorithm.
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parameter is required. Figure 7 shows the change in the intensity distribution over 33 spectral channels during
a number of iterations. The intensity per channel refers to the total intensity over the spatial domain at that
channel. The intensity per cube estimate is normalized to one. The figure on the left shows the intensity change
(on a log scale) over 30 iterations, starting with a random initial estimate of the data cube. The estimate at
the 30th iteration is some distance away from that shown on the right with two-level NeAREst iterations. The
figure on the right shows the intensity change during 16 iterations at the target level. The initial value was
obtained from coarser level iterations with 17 spectral channels. The iterations at the coarser level started from
a random initial estimate and the amount of operations required was equivalent to that by 4 iterations at the
target level. At both spectral quantization levels, an adaptive refinement procedure was used, the accelerating
effect of which is shown in the figure on the right.
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Figure 7. Channel-wise intensity distribution (on a log scale): 30 iterations with one-level spectral quantization and 20
iterations in total with two-levels spectral quantizations.

Figure 8. (a) Color restoration of the scene estimate with TwIST, (b) Color restoration of the scene estimate with
NeAREst

Figure 8(b) shows a color restoration of the scene estimate by NeAREst. A fast color restoration procedure
was used. This procedure failed on the TwIST estimate. We imposed an additional non-negative least-squares
fitting condition. This regulation restored the non-negative distribution that was truncated in the TwIST
estimate. As a result, more detail on the green pineapple becomes visible. In Figure 8(b), one can observe
the objects in their shapes, boundaries, shadows, and reflection variation. The metal bars on each side of the
staple are vaguely visible as well. The spectral speckles, among other artifacts, are largely due to the feature
distribution in the aperture code. The aperture code has relatively long rows or columns white (open) or black
(closed) areas, as shown in Figure 2. In these areas, an object consisting of multiple spectral components is not
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well modulated. The red apple is in better formation because its spectral support is relatively narrow. The use
of NeAREst has provided unique insight into mask design for future improvement. We also plan to incorporate
de-noising techniques and compressive representation at the target level in the future.

We shall mention that an estimate of the data cube generated by NeAREst was provided as an initial estimate
of the data cube to the TwIST algorithm for de-noising. However, the details became blurred and disappeared
within 3 iterations, mostly due to the penalty on the regional gradient variation.

5.4 Quantitative validation with a non-imaging, reference spectrometer
For the purpose of validating the data cube estimate generated with SD-CASSI data, we used the spectral
information obtained by a non-imaging spectrometer as a quantitative reference, in addition to visual comparison
to the color photo in Figure 5. Specifically, we measured the spectral signature of each object in the scene
using a non-imaging, point-wise spectrometer(Ocean Optics USB2000). The tip of the fiber connected to the
spectrometer was brought very close to each object to obtain a point-wise spectral signature. Figure 9 shows
the spectra obtained from the reference spectrometer.
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Figure 9. Spectra of the four objects at equally spaced 1 nm wavelengths, as measured by a non-imaging, reference
spectrometer.
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Figure 10. Channel-wise spectra of the four objects by SD-CASSI using TwIST (left) and NeAREst (right) compared to
the spectra measured by a non-imaging, reference spectrometer.

These spectral signatures are then integrated according to the 33 channels used for our numerical estimation.
The two plots in Figure 10 demonstrate the agreement between the reference spectral signatures (in blue dots)
and the spectral signature of the selected spatial points on each object in the computed estimates (in magenta
dots), with TwIST and NeAREst respectively. The spectra are normalized by the total intensity per object.
The relative intensity between the objects is not shown, as the intensity of the blue stapler is much smaller in
comparison to the intensity of the red apple in the data cube estimates. We note that we have not accounted
for differences in the system responses of the SD-CASSI and the reference spectrometer in this comparison.
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6. CONCLUSION

We successfully applied two particular algorithms, TwIST and NeAREst to generate 3D spectral image estimates
from 2D measurements made by a new SD-CASSI prototype. In a snapshot, the SD-CASSI measured an encoded
representation of both the spectral and 2D spatial information of a scene. A rigorous calibration process was
performed for generating system-specific reconstruction models, guided in part by the discretized system models.
In particular, the non-linearity in dispersion was captured by sufficiently many measurements of the aperture
code at equally spaced wavelengths. The non-uniform code structure made the conventional spatially point-wise
calibration invalid in this case. Instead, we used uniform illumination of the aperture code. The TwIST-
based spectral image estimation algorithm explores the non-linear regulation on total variation in the spatial
information with respect to a single discretized linear system model. NeAREst explores the non-linearity and
resolution hierarchy in nested system models and exploits these properties in numerical estimation, in an attempt
to get estimates with better resolution, faster speed and less human interaction. Spectral image estimates of a
static scene with both algorithms are presented, and inspected with two references, the color image taken by a
regular digital camera, and the point-wise spectral signature from a non-imaging spectrometer. The reference
comparisons show substantial progress in comparison to previous work on estimation and also reveal remaining
problems. In particular, in the future, different illumination structures may be used to increase the spatial
resolution, different code structures with relatively even occlusion distribution may be used to reduce spectral
distortion, and the entire detector shall be utilized for measurements. The NeAREst algorithm, in its infancy, is
particularly promising for potential improvements and could be employed for fast estimation of dynamic scenes.
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