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ABSTRACT
This paper introduces parallelization strategies for the
Non-Uniform FFT (NUFFT) data translation on multicore
architectures. The NUFFT enables the use of the cele-
brated FFT with un-equally spaced data in numerous situ-
ations in signal and image processing as well as in scientific
computing. The critical extension lies at the translation of
non-equally spaced or non-uniformly sampled data onto an
equally spaced Cartesian grid or vice versa. The data trans-
lation can be made sufficiently accurate, with the arithmetic
complexity linearly proportional to the size of the data en-
semble. For large NUFFTs, however, the data translation is
found substantially dominant in computation time on mod-
ern computers while it is expected to be dominated by the
FFT. In order to match the FFT performance achieved by
FFTW, data locality and parallelism in the data translation
must be explored and exploited as well. We are concerned
with two fundamental issues. First, the data translation can
be described as a matrix-vector multiplication with a matrix
of irregular sparsity. This is beyond the effective scope of
the conventional tiling and parallelization schemes applied
by a compiler for performance improvement on computa-
tion with dense matrices. Secondly, multicore processors
exist and emerge in many different configurations, and are
expected to evolve further in architectural variety. This may
mean the end of performance tuning on a single type of ar-
chitecture. In this paper, we introduce an automation tool
that takes two specifications as input, one on an application-
specific data translation algorithm, the other on a target
multicore processor architecture. The tool generates a par-
allel code that explores the data locality and parallelism by
utilizing both geometric structures in data translation and
the processor-memory configurations in the target architec-
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ture. We present preliminary experimental results on both
a simulator and a commercial multicore machine. The re-
sults show that our parallelization strategy brings significant
performance improvement for the NUFFT data translation
by efficiently exploiting the data locality and concurrency in
the application.

Categories and Subject Descriptors
D.1.3 [Programming Techniques]: Concurrent Program-
ming—Parallel Programming

General Terms
Algorithms, Performance, Experimentation

Keywords
Code generation, non-uniform FFT, gridding, geometric tiling,
parallelization

1. INTRODUCTION
Fourier transform is being widely used as a powerful nu-

merical analysis tool in embedded computing as well as sci-
entific computing. A forward discrete Fourier transform
(DFT) may be described as follows. It involves two ensem-
bles of data, sampled on the source set S and on the target
point set T , respectively.

u(t) =
∑
sinS

F (t, s) · q(s), t ∈ T, (1)

The target sample u(t) is the accumulated effect at point
t by all the source samples q(s) transformed by the kernel
function F (t, s) = e−i2πt·s. A d-dimensional DFT refers to
the case that S and T are in Rd, not in Rd−1, d ≥ 1. When
S and T are on a d-dimensional, equally-spaced Cartesian
grid, the kernel matrix is highly structured. The FFT refers
to the fast algorithms, initially by Cooley and Tukey [4],
for such DFTs. The Non-Uniform FFT (NUFFT), initially
by Dutt and Rokhlin [6, 19, 1], circumvents the constraints
on the sampling location and enables the use of the FFT
in situations where data are sampled on a non-Cartesian
grid or at random locations. There are various NUFFT ap-
plications, such as in synthetic radar imaging [22], medical
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imaging [17], telecommunications [28], geoscience and seis-
mic analysis [5]. The NUFFT with two sets of non-equally
spaced samples can be decomposed into two basic cases. In
each basic case, one of point sets is on an equally spaced
Cartesian grid. We may focus on the primary case where
the source samples are un-equally spaced, such as in the fre-
quency domain, and the target samples are on an equally
spaced Cartesian grid, such as in an image domain. The
dual case can be treated in a symmetrical way.

A typical NUFFT algorithm for the primary case is com-
posed of three steps. It starts with the data translation in
the source domain (also known as gridding, re-gridding, or
re-sampling) via a chosen convolution kernel with local sup-
port, then applies the FFT from the source domain to the
target domain, and finally scales the transformed data in the
target domain with the scaling function as the Fourier dual
of the convolution kernel. Efficient implementations of the
FFT are provided on various computers, especially, by the
FFTW [11] or its techniques. The final scaling in the tar-
get domain is trivial in parallelization. The data translation
has been found to be most time consuming, despite the fact
that the arithmetic complexity of NUFFT is dominated by
the FFT. For example, it is reported in [24] that the data
translation took about 83% to 95% of the overall execution
time.

The data translation can be seen as a matrix-vector mul-
tiplication with a matrix of irregular sparsity. While the
sparsity stems from the local support of the convolution, the
non-uniform distribution of the source samples is responsible
for the irregularity in the sparsity. Existing compiler-aided
parallelization techniques [20, 13, 3] that convert sequential
code into multi-threaded or vectorized code (or both) work
well with the computation on dense matrices, but meet their
limitation at such case with irregular sparse matrix. The
irregular sparsity, however, has latent geometric structure
and intrinsic data parallelism, which may not be provided
or easily extracted from a sequential code by conventional
compiler techniques.

In the effort on parallelizing an NUFFT implementation,
we are concentrating on developing an automation tool that
generates a fast parallel NUFFT data translation code for
a given target multicore architecture, with user-input algo-
rithm specification and architecture description. The au-
tomation tool consists of two steps, geometric tiling and
scheduling, and parallel code instantiation. The first step de-
termines a customized data parallelization strategy accord-
ing to the on-chip memory (e.g., cache or local software-
managed memory) size and structure, and the number of
processors for a particular parallel architecture, rearranges
input data accordingly in the off-chip memory space or in
an input file if the total data size is too large. The second
step, the code generator, then instantiates a parallel C code,
based on the geometric tiling and scheduling from the previ-
ous step and using a pool of codelets for different data trans-
lation convolution kernel functions. The code is expected
to perform very well on the given execution platform since
its data parallelism is tailored for the target architecture,
exploiting both concurrency and data locality. Experiments
are carried out with the preliminary version of our code gen-
eration tool on a simulator with a few different processor-
memory configurations as well as on a particular commercial
multicore machine, targeting shared-memory models. The
experimental results show significant performance improve-

ments by codes that respect and utilize both geometric and
architecture structures over codes oblivious of algorithm and
architecture specifics. Moreover, the rapid code generation
across different multicore architectures can not be matched
by manual code transformation and performance tuning.

The rest of the paper is organized as follows. Section 2
describes the variety in algorithms for data translation in
NUFFTs and the basic procedure. Section 3 presents two
basic schemes for exploring and exploiting data locality and
computation concurrency. Section 4 presents a model frame-
work for specifying multicore architectures. Section 5 de-
scribes the code generation process and generated code struc-
ture. Section 6 provides experimental results. Finally, Sec-
tion 7 discusses on the applicability of the proposed ap-
proach in real-time systems, related work, and further de-
velopment of the code generation system toward the design
objectives.

2. DATA TRANSLATION ALGORITHMS
Existing NUFFT algorithms differ only in the data trans-

lation. In this section, we first describe a family of algo-
rithms for translating un-equally spaced data onto an equally
spaced Cartesian grid as used in the NUFFT. We then present
the basic data translation procedure and discuss on the chal-
lenging issues in performance enhancement.

2.1 Algorithmic variation
Data translation algorithms vary in the type of data sets

they serve and the type of re-gridding or re-sampling schemes
they employ. First, the data sets at input are S for sample lo-
cations and q(S) for sampled values. In certain NUFFT ap-
plications, a set of density compensation weights, w(S), may
be provided in addition. In such cases, the data q(S) ·w(S)
are to be translated. The set S may be provided in different
ways for different sampling situations. In one, the sample
coordinates can be expressed and generated by closed-form
formulas, such as the sample locations on a polar grid (see
the two-dimensional illustration in Figure 1(b)). In the other
situation, the coordinates are provided in a data file as a se-
quence of coordinate tuples, such as with a random sampling
scheme, see Figure 1(a).

Next, we focus particularly on convolution-based schemes
for data translation or re-sampling. Such a re-sampling
scheme specifies a pair of convolution-scaling functions (G(k)
and g(r), respectively, in Figure 1) and the granularity of
the Cartesian grid S̄ for translated locations, which is asso-
ciated with the target grid T . The kernel function is of local
support so that the scaling function is sufficiently away from
zero over the target domain. The function pair may be spec-
ified in closed-form formulas, or obtained numerically. Two
example kernel functions in the former case are the Gaus-
sians and the central B-splines [1, 6]. Two example kernel
functions in the latter case are functions obtained numer-
ically according to the local least-square criterion [18] and
the min-max criterion [8], respectively. In each case, the
function evaluation routines are provided.

Furthermore, the range and space intervals of the Carte-
sian grid S̄ (or T ) are specified by the algorithm designer.
This may be simplified into a single over-sampling factor [6,
1] when the samples are uniformly distributed in the statis-
tical sense. The sample locations on the re-sampling grid
S̄ can be generated and re-generated easily upon request.
The local support of the convolution kernel function is now
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Figure 1: A flow-chart description of the basic
NUFFT algorithm.

described on S̄ as a discrete window size c. In the two di-
mensional case d = 2, as shown in Figure 2, a single source
point s falls into a square cell in S̄, the value q(s) is trans-
lated to (2c + 1)d grid points in the square neighborhood
centered at the cell s is in.

Figure 2: Sample-by-sample data translation: the
data value at every source sample location, shown
in red, is translated to its neighbor target samples
in the window shown by the green boundary.

2.2 The basic procedure
We present the basic procedure for convolution-based trans-

lation of un-equally spaced data onto an equally spaced
Cartesian grid, as shown in the following, and make remarks
on data locality and computation concurrency.

for each source si in S
for each target tj in T within distance c of si

v(tj) += G(tj , si)× q(si)

Here, T is the re-sampling target grid, v is a d-dimensional
array, holding the translated datum values on the target grid
T . It is initiated with zeros. When the kernel function is
translation invariant, we have G(tj , si) = G(tj − si). The
basic procedure, however, is not limited to non-uniform con-
volutions. Without loss of generality, q() can be considered
as a one-dimensional array, regardless of the geometric di-
mension d of the source sample space.

Clearly this procedure makes a matrix-vector product with
the matrix elements G(tj , si) and the vector elements q(si).
In particular, it includes the conventional matrix-vector prod-
uct with both target and source samples on equally spaced

Cartesian grids. In such case, each of the two loops can be
described in program detail by d nested loops with linearly
spaced indices. In addition, the source loop can be swapped
into the inner loop. An equally-spaced loop may be further
folded or unfolded by the conventional compiler techniques
for data locality or parallelization, or both, on a particular
computer architecture.

The un-equally spaced source sample distribution gives
the translation or interaction matrix a seemingly irregular
structure. This imposes new challenges in code generation
and transformation for data locality enhancement or par-
allelization. First, the symmetrical positions between the
source and the target loops is broken. Specifically, it is
known easily how many target points a single source sam-
ple affects, it is not as easy to determine how many source
samples a specific target point is influenced by. We there-
fore place the source loop at the outer position. Second, the
conventional partition/tiling scheme is not suitable for the
source loop, nor to the target loop. Consider for example
a random ordering in the source samples. A source sample
may update (2c + 1)d target samples at one sub-array of
the target array v, and the next source sample may invoke
a sub-array far away. Third, in a concurrent execution at
runtime, a target sample may be updated simultaneously by
more than one source samples. A naive partition in source
or target data, or in both, as for the equally-spaced case no
longer renders an efficient and reliable parallel schedule.

3. LOCALITY AND CONCURRENCY
We describe in this section two basic schemes for exploring

and exploiting data locality and computation concurrency.
In both schemes we utilize geometric information to over-
come computational challenges that stem from geometrically
irregular sample distributions.

3.1 Geometric tiling
The geometric tiling scheme, introduced first in [2], ex-

tends in concept and practice the conventional tiling tech-
niques to matrix computation with unequally spaced data.
We illustrate the scheme in Figure 3(a). The partition of the
source samples is based on geometric locations, with respect
to the re-sampling locations on an equally spaced Cartesian
grid. The Cartesian box that encloses the source domain
tightly is partitioned into square or rectangular sub-boxes or
cells of equal size. Each geometric box/cell contains a source
sample cluster. With geometric tiling, the data translation
procedure can be transformed into the following.

a) Equally-sized geometric 

tiling on sources

0 2 41 3 5

b) Strip partition for p=3 CPUs

Figure 3: Equally-spaced geometric source cells and
a one-dimensional NUDT scheduling on 3 CPUs.
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for each non-empty source box Bk in S
for each source si in Bk

for each target tj in T within distance c of si

v(tj) += G(tj , si)× q(si)

The source loop in the basic procedure is thus unfolded
into two nested loops, the outer one over the source cells,
the inner one over the source samples within a source cell.
This code transformation is similar in concept to the con-
ventional loop tiling [16, 23, 25, 26, 27], an effective compiler
technique for improving data locality. The conventional ap-
proach is limited to equally spaced data and the regular
matrix structures, which can be encoded conveniently in in-
dices and exploited in the index space. The geometric tiling
scheme lifts the constraints.

A few more remarks are in order. (1) The samples within
each cell are geometrically clustered, and the clustering is
translated to the target samples in the same geometric neigh-
borhood in the data space as well as in the target array
in the memory space. This leads to higher degree of data
locality and higher ratio of data reuse. (2) The geomet-
ric clustering or partition of the source samples induces the
geometric tiling in the columns of the translation matrix.
The local support, in terms of the translation window size,
induces dynamic tiling row-wise (among the target sam-
ples). (3) The geometric partition of the source domain
can be done recursively and local to each cell. (4) The ge-
ometric tiling, together with the scheduling scheme and the
algorithm-architecture mapping scheme introduced in the
next sections, underlie the parallelization methodology we
shall introduce shortly.

3.2 Geometric NUDT scheduling
Mutual exclusion is a space-time issue that must be dealt

with in concurrent computation. We use the term geometric
NUDT scheduling to denote the parallel scheme we devel-
oped for non-uniform data translation as in the NUFFT that
guarantees mutual exclusion in updating the datum values
at the target samples.

Suppose there are p concurrent computation threads. In
the simplest way, we partition the source domain into 2p
stripes, for example, as shown in Figure 3(b). The source
cells with even indices, in white, are processed concurrently
in one sweep. The target samples to be updated by any
source sample in one cell are geometrically disjoint with
those updated by any source sample in another cell in the
same sweep. There is a synchronization barrier between the
white and black sweeps.

This basic scheduling strategy can be used recursively, in
combination with the recursive geometric partition, along
the same or a different dimension. The geometry-based
schemes for recursive partition and parallel scheduling sup-
port a systematic approach for reducing the spatial scope
and temporal length of each synchronization point and uti-
lizing the threading mechanism to balance workload across
processing units.

4. ARCHITECTURAL CONFIGURATIONS
We have discussed in the introduction on the necessity

of making an automatic parallel code generator adaptive to
architectural changes. In this section, we describe a model
that captures the basic features in many existing multicores
or perceivable characteristics in the emerging architectures.

The model allows one to specify the architectural configu-
ration in terms of processing units, memory units, and their
inter-connections. In this model, we use terms ”processor”,
”core”or ”CPU”to refer to a processing unit interchangeably
in this particular context.

P1 P2 P3 P4

512KB

P1 P2 P3 P4

16KB 16KB 16KB

P1 P2 P3 P4

16KB 16KB 16KB 16KB

512KB

P1 P2 P3 P4

32KB 32KB

512KB

a) Architecture 1 b) Architecture 2

c) Architecture 3 d) Architecture 4

15

2

15

2

2 2

15

16KB

e) An abstract tree 

structure for 

architecture 4 in d) 

with the main memory 

added as the root.

Figure 4: Four multi-core architectures with differ-
ent on-chip memory hierarchies.

The on-chip memory system has a hierarchical structure,
as illustrated in Figure 4. Each processor may or may not
have a private cache at the top level. Two or more processors
may share a larger cache at the next level, and more or all
processors may share the main memory at the bottom level.
The cache at every level is attributed with capacity, access
granularity (cache line size) and associativity. The multicore
architectures are organized essentially into a tree structure
as shown in Figure 4 (e). The leaves denote the processors
and the root node denotes the shared main memory. The
edges represent the connections between caches at different
levels, with attributes in access latency. Note that we can
also specify the processing units with other attributes, such
as execution frequency, and add their register blocks as top
level in the tree if needed.

We focus in this paper on multicore architectures in which
all the cores share a common memory address space. Fig-
ure 5 shows the on-chip memory hierarchy of a commer-
cial 8-core HarperTown machine, which falls into the model
framework.

6MB

32KB

p1

32KB

p2

6MB

32KB

p3

32KB

p4

6MB

32KB

p5

32KB

p6

6MB

32KB

p7

32KB

p8

Figure 5: The on-chip memory hierarchy of a 8-core
HarperTown computer.

5. NUDT CODE GENERATION
We are in a position to describe and discuss on generating

a parallel code. The NUDT code generation tool takes as
input algorithm and architecture specifications. The algo-
rithm specification provides a concrete description of sam-
ple locations associated with the sample values, re-sampling
parameters and convolution-scaling function pair in the al-
gorithm framework outlined in Section 2.1. Much of such
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algorithmic information may be hidden in a user-provided
code description such as in C. The architecture specifica-
tion provides a particular processor-memory configuration,
following the model template described in Section 4.

The code generation process, as depicted in Figure 6, is
responsible for two related tasks. It first determines specific
geometric tiling structures and parameters, with respect to
the specific memory hierarchy, reshuffling the data in the
actual storage according to the tiling, and then instantiates
a parallel C code, based on the geometric scheduling scheme
and the architecture specification, using a pool of codelets
for different kernel function choices. In concept, the parallel
code is the result of a co-mapping between the algorithm
description and the architecture description.

Geometric 

Tiling and

Scheduling

source sample array

Data

Translation
FFTCode

Generator

Parallel 

scheduling 

Kernel B

Codelet

Kernel C

Codelet

Binning/Data 

reshuffle

target sample array

In the actual storage

Parallel data 

translation 

C codeAlgorithm 

Specification

Architecture 

Specification

Figure 6: Architecture-aware parallel code genera-
tion for non-uniform data translation.

As introduced in Section 3.1, geometric tiling in the trans-
lation matrix can be induced by binning the source samples
into geometrically partitioned cells. The geometric cells or
bins are equally spaced. The sample population across the
cells, however, is not necessarily even. In other words, tiles
in the translation matrix may not necessarily have the same
number of columns, unlike the conventional tiling for regular
dense matrices. Consequently, the recursion in tiling is not
necessarily uniform across the geometric cells. A cell with
dense sample population can be partitioned recursively into
more levels than a cell with sparse samples.

We describe in the next two sections how the recursive
tiling plays an important role in parallel scheduling and data
locality enhancement.

5.1 Hierarchically local synchronization
This basic parallel schedule scheme explores more paral-

lelism, reduces the spatial scope and temporal latency at
synchronization points, and balances workload among mul-
tiple processors. We elaborate, with a two-dimensional ex-
ample in this section, on the concurrent structure generated
by a recursive use of this scheme.

We may partition the source domain along x-dimension
into a 1×2p cell array such that the cells with even (or odd)
indices do not overlap in their associated target regions, as
mentioned before in Figure 3 b). In a special case, p may
be equal to the number of processors. As the number of
processors increases, the mutual exclusion condition is no
longer held, see Figure 7 a). To increase the concurrency

and reach scalability without violating the mutual exclusion
condition, we may partition a densely populated cell along
y-dimension into 2q sub-cells (q may or may not be equal
to p). With equally spaced or uniformly distributed source
samples, the resulting partition and schedule schemes can
be described by a 2D checkerboard pattern, see Figure 7
b), in four successive computation sweeps by the cell in-
dex tuples, even-even, even-odd, odd-even, odd-odd. By a
closer observation, however, we find that the four concurrent
sweeps are not necessarily synchronized globally. As long as
the mutual exclusion condition is met along x-dimension,
the concurrency by the partition along y-dimension in a cell
can be exploited independently of that in another cell. This
proposition plays a key role in the partition and parallel
scheduling of our parallelization scheme with non-uniformly
distributed source samples, the synchronization structure of
which is hierarchically local in space and time.

a) A 1D partition with checkerboard 

scheduling along x-dimension, with 

violation on mutual exclusion.

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

0 1

2 3

b) A 2D partition with global 

checkerboard scheduling, 

when p = q = 4.

Figure 7: The even-odd scheduling applied along one
dimension and two dimensions. The green box in (a)
indicates window size for local convolution support.

5.2 Locality enhancement
The geometric partition of the source samples is limited in

geometric size by the parallel schedule respect to the mutual
exclusion constraint and the window size. Below this thresh-
old, we can still partition each cell into smaller sub-tiles to
improve data locality at the higher level caches, without
causing side effect on concurrent computation.

For a tile (or a cell) of size L×L, a partitioning with quad
pattern [9] is performed recursively to divide the tile into
sub-tiles, as depicted in Figure 8 a). It stops until the ter-
mination condition nS ·sizeof(asource)+nT ·sizeof(atarget) <
M is satisfied. Here, nS stands for the number of sources
in a sub-tile, nT stands for the estimated number of targets
involved in the convolution with sources in a sub-tile, and M
is a threshold to be set to a value which is at least less than
the size T of an on-chip memory that is directly connected
to a processor, e.g., a L1 cache. If an on-chip memory is con-
nected to P > 1 processors, M is set to be less than T/P for
each processor. A sub-tile has smaller data set size and re-
gion size compared to the original tile; therefore, processing
a tile in a sub-tile fashion can reduce the capacity compe-
tition between the sources and targets for on-chip memory
space, and also improve the data locality.

During the partitioning, the source sample indices into the
actual storage are reshuffled at each recursive level. Thus,
nS can be obtained directly for each sub-tile. As to the esti-
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Figure 8: Recursive geometric partition with quad
pattern in two dimension and traversing by geomet-
ric neighborhood: a) a three-level partition of non-
uniformly distributed sources; b) a target cell of side
length t, with q targets in the window of size h. The
dotted box represents the target cell influenced by
the source cell; c) traversing by geometric neigh-
borhood; d) a two-level partition of uniformly dis-
tributed samples.

mation of nT , although the targets are regularly spaced, the
number of targets needed in the computation may vary. If a
sub-tile has very sparse sources, nT is estimated as nS × q2

(in 2D case), where q is the number of targets that a source
affects in each dimension. If a sub-tile has dense sources,
nT is calculated as α2 × NS × (h + q × t)2/L2, where α
is the over-sampling factor, NS is the source input size,
h is the width of the sub-tile, t is the target grid length,
and L is the width of the original tile, as shown in Figure
8 b). In this calculation, α2 × NS is the total number of
targets from the input data space, α2 × NS/(L × L) gives
the target density, and α2 × NS × (h + q × t)2/L2 is the
number of targets in the sub-tile of width h with the win-
dow effect. In the case of non-uniformly distributed sources,
nT = min(nS × q2, α2 ×NS × (h + q × t)2/L2) which is ap-
plicable to both sparse and dense sub-tiles. In the case of
uniformly distributed sources, nT = α2×NS×(h+q×t)2/L2

is always used to estimate targets since the over-sampling
factor α (e.g., less than 2) is usually smaller than the win-
dow q (e.g., 5).

After partitioning a tile, a neighborhood traverse shown
in Figure 8 c) is used to schedule all sub-tiles so that target
reuse between sub-tiles is also exploited to improve data
locality. A neighborhood order among all final sub-tiles can
be always obtained when partition stops, independent of the
partition shape. This is because, at each recursive level, the
quad-pattern is always applied to a region which brings the
neighborhood characteristics among its four child regions.

We elaborate on a particular algorithm used in our work
to obtain this neighborhood ordering, which executes in a
top-down fashion recursively. Note that the sequence of four
child nodes in a quad-pattern is represented by two param-
eters, namely, the starting node and the traverse direction
(clock wise or counter-clock wise). In a sequence of four

nodes, we indicate that the starting node has an order 1,
and the last node has an order 4; the second and third nodes
have orders 2 and 3, respectively. As shown on the left side
of Figure 8 c), the algorithm starts from the four nodes indi-
cated using red numbers at the top level. Since they do not
have a parent node, their sequence can be chosen arbitrarily.
However, at each other recursive level, the sequence of four
nodes is determined by the order of their parent node. The
rules used for this can be listed as follows:

• If the parent node has order 1 (e.g., node 1 in red),
start at a child node (node 1 in green) that has the
same geometric location as the parent node, and end
at a child node (node 4 in green) that has the same
geometric location as the parent’s following node (node
2 in red).

• If the parent node has orders 2 or 3 (e.g., node 2 in
pink), start at a child node (node 1 in blue) that is
adjacent to the parent node’s previous node (node 1 in
pink), and use the same direction (counter-clock wise)
as used in the sequence of the parent node (counter-
clock wise). In the cases where two nodes can be cho-
sen as starting node (both nodes 1 and 4 in blue are
adjacent to node 1 in pink), the choice is arbitrary.

• If the parent node has order 4 (e.g., node 4 in red),
start at a child node (node 1 in green) that has the
same geometric location as the parent node’s previous
node (node 3 in red), and end at a child node (node 4
in pink) that has the same geometric location as the
parent node.

By traversing recursively using these rules, a sequence
of sub-tiles in geometric neighborhood order is obtained as
shown on the right part of Figure 8 c). Figure 8 d) illustrates
a neighborhood order of sub-tiles in a two-level partitioning
with uniform density sources.

The complexity of the our parallelization scheme together
with this locality optimization strategy is
O((NS/D)·log(NS/X)), in terms of data movements, where
NS is the number of input source size, X represents the av-
erage number of sources to be held in L1 cache and D = 2d

(d is the dimension).

5.3 NUDT code structure
A parallel code is materialized by filling and expanding a

code template with the tiling and scheduling schemes that
are determined specifically from the total size of sample
ensembles, source sample distribution, convolution-scaling
function pair, and the description of a particular processor-
memory configuration.

The basic procedure in Section 2.2 is expanded into a par-
allel code with a hierarchical loop structure, which may be
described by a tree. The root node denotes the start of a
parallel data translation. Any other node represents either
a sequential loop, with the node colored black, or a parallel
loop, colored white. The edges denote parent-child rela-
tionship, and a child loop is an internal loop in the body
of its parent loop. All leaf loops are sequential. A non-
leaf sequential-loop is also a chain of synchronization steps.
Each synchronization is local in space and time to the sub-
tree rooted at the loop node. Each loop node may be fur-
ther specified with the loop range. With non-uniformly dis-
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tributed samples, the loop tree does not necessarily have a
balanced structure in nodes and edges.

6. EXPERIMENTAL RESULTS
We present the preliminary experimental results with the

NUDT code generation tool on a simulator as well as on a
commercial multicore machine.

We describe first the experiment settings. On the archi-
tecture side, we simulate on SIMICS [7] with four different
architectures, each with four homogeneous embedded Ultra-
SPARC processors and a hierarchical cache-memory system,
shown earlier in Figure 4. The cache associativity is 8 for
the 512KB caches and 2 for the other caches. The memory
access latency is assumed to be 200 cycles, and cache ac-
cess latency at each level is marked in the figure. Our tool
generates a multi-threaded OpenMP [14] code in a shared
memory programming environment for each of the architec-
tures. Besides, we also carried out experiments on an In-
tel HarperTown processor based machine [15], with 8 cores.
This commercial architecture is depicted in Figure 5. Each
core in this architecture has a private L1 cache of 32KB, and
shares a L2 cache of 6MB capacity with another core.

On the algorithm side, we experimented with two source
sample distributions, uniform and non-uniform, see Figure 9.
The samples are un-equally spaced in both cases. The non-
uniform distribution input, with 90% of the source samples
clustered in two sub-regions, is a challenging case for explor-
ing data locality and computation concurrency. We tested
two input sizes for source samples, 1K × 1K and 2K × 2K
for each case. By setting the over-sampling factor to 2, our
re-sampling target grid sizes become 2K×2K and 4K×4K,
respectively. The convolution kernel is a Gaussian function,
with the local support of window size 2c + 1 along each di-
mension on the target Cartesian grid.

a) Uniformly 

distributed un-equally 

spaced sources

L

L

L

L

b) Non-uniformly 

distributed un-equally 

spaced sources

Figure 9: Unequally-spaced source samples in uni-
form (left) and non-uniform distribution(right).

Using the NUDT code generation tool, the source samples
are partitioned and re-ordered, and a checkerboard sched-
ule is applied for the parallel computation among multiple
processors. Recursive partition to each cell/tile is further
carried out for improving data locality, depending on the
source sample population in the cell, the target samples the
cell influencing upon, and the cache properties.

We made comparisons in performance between the tool-
generated codes and a naive parallel code that is not aware
of memory specifics. Here, the tool-generated codes are
adapted to a particular source sample distribution, a par-
ticular set of algorithm parameters, and a particular mul-
ticore architecture, while the naive code is oblivious to the
architectural features.
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Figure 10: Performance improvement (simulation
based experiments) on four architectures in the case
of uniformly distributed un-equally spaced source
samples; the blue and red bars are for 1K × 1K and
2K × 2K input sizes, respectively.
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Figure 11: Performance improvement (simulation
based experiments) on four architectures in the case
of un-equally spaced source samples in non-uniform
distributing; the blue and red bars for 1K × 1K and
2K × 2K input sizes, respectively.

Figure 10 shows the performance improvement in the case
of source samples with uniform distribution (see the left por-
tion of Figure 9), on four simulated architectures 1,2,3,4,
shown in Figure 4, with the blue bars for the 1K × 1K in-
put size and the red bars for the 2K × 2K input size. Up
to 70% improvement is achieved for the smaller data size,
and 80% for the larger data size, which is as expected. Fig-
ure 11 shows the performance improvement in the case of
source samples with non-uniform distribution (see the right
portion of Figure 9). The performance improvement is rea-
sonably larger for the uniform case by 6% than the other
one. This gap, however, can be reduced by further enhance-
ment of data reuse in the non-uniform distribution case. It
is interesting to observe that the improvements in perfor-
mance are better on architectures 3 and 4, which have rela-
tively more complex cache structures and impose more chal-
lenges on manual coding and performance tuning. We also
show the average performance differences between uniformly
distributed and non-uniformly distributed sources for both
1K×1K and 2K×2K input sizes, as depicted in Figure 12.
The data translation speed of uniformly distributed inputs
is around 20%-25% faster than that of non-uniformly dis-
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Figure 12: Average performance differences be-
tween uniformly distributed sources and non-
uniformly distributed sources for 1K × 1K and 2K ×
2K input sizes, respectively.

tributed inputs. The experimental results on an 8-core Intel
HarperTown multicore machine, with the on-chip memory
hierarchy shown in Figure 5, are provided in Figures 13 and
Figure 14. We can see that the performance of data trans-
lation scales well as the number of core increases.
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Figure 13: Performance on an 8-core Intel Harper-
Town multicore machine in the case of uniformly
distributed un-equally spaced source samples, with
2K × 2K input size; the blue line for a naive parallel
code, and the red line for the tool-generated codes.

In order to evaluate the code generation tool from the
architectural perspective, we collected hit-miss statistics at
L1 and L2 caches. The write hit ratios at all caches are
around 99.5%, since a target write always follows a target
read in the data translation; see in the algorithm descrip-
tion in Section 2.2. Target data reuse is captured by the
data read hit ratio. We illustrate in Table 1 the data read
hit ratio improvement in average by the generated codes
over the un-optimized code. The improvement is significant
on architectures 2 and 3, with private L1 caches. Shared
L1 caches as in architectures 1 and 4 suffer from more con-
flict misses. From this table, we observe that L1 data hit
ratio on architecture 2 is as high as that on architecture 3;
however, the performance improvement on architecture 2 is
not as high as that on architectures 3 and 4, as shown in
Figure 10 and Figure 11. This is because the L2 data read
hit ratios in architectures 3 and 4, are also improved when
using our algorithm, by 13% and 22%, respectively. In other
words, the architectures with L2 caches benefit more from
our recursive tiling, scheduling, and algorithm-architecture
mapping schemes.
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Figure 14: Performance on an 8-core Intel Harper-
Town machine in the case of non-uniformly dis-
tributed un-equally spaced source samples, with
2K×2K input size; the blue line for the naive parallel
code, the red line for the tool-generated codes.

Table 1: Improvements in data read hit ratio at L1
cache with 1K × 1K sample data size (simulation re-
sults).
Input Shape Arch1 Arch2 Arch3 Arch4
Uniform Density 0.8% 7.8% 7.6% 3.8%
Non-uniform Density 0.5% 7.6% 7.4% 3.5%

7. DISCUSSION
We discuss in this final section on the applicability of the

introduced code generation methodology in real-time em-
bedded systems, related work, and further development of
the code generation tool.

7.1 Application in real-time embedded systems
Although the experiments presented in Section 6 assume

static sample data, the introduced parallelization strategies
are applicable to real-time embedded systems, where the
sampled data sets may be provided in stream, set after set,
and the re-sampled and processed data rendered in stream.
The basic stages of NUFFTs are pipelined. Each processing
unit is assigned to one of the pipeline stages, geometric bin-
ning and partitioning of source samples, data translation,
the FFT, and the final data scaling. The assignment follows
the latency profile across the stages. For example, more
processing units may be designated to a pipeline stage in
order to even the latency across the stages and increase the
pipeline throughput.

In addition, the architecture in an embedded system may
remain the same for all data sets in succession. In certain ap-
plication, the sample strategy and locations remain the same
as well. In such case, the performance tuning and optimiza-
tion can be done once for all, in the system development
phase. In the case with sample locations varying from one
set to another, our partition and schedule schemes may be
applied dynamically, with the help of multi-threading mech-
anism.

7.2 Related work
There exist many task-specific code generators, utilizing

mathematical structures and architectural properties for per-
formance improvement or optimization. FFTW, for exam-
ple, is particularly inspiring with its methodology and per-
formance [11, 12]. SPIRAL is another competitive code gen-
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erator for the FFT[21, 10]. FFTW’s planer finds an efficient
composition of codelets for smaller FFTs, which are highly
tuned in performance on each and every computer, with
dynamic programming. Their approach has been very suc-
cessful on almost of existing computers. SPIRAL employs
a learning-and-search engine to determine fast implementa-
tions.

In the algorithm aspect, the NUFFT explores and utilizes
the properties of DFT matrix with unequally spaced data.
Both the FFT and the NUFFT have the same Fourier trans-
form kernel function, their difference lies in the associated
data distribution. In other words, the structures of the DFT
matrices are data location dependent. While the challenges
arise from un-equally spaced sample distribution, we find
effective solutions by addressing the data distribution issue
directly and exploring the geometric structures.

We address also great challenges in architecture diversity,
especially, in embedded systems. It remains to see whether
or not it is feasible for an embedded system to hold a host
of codelets and a learning-and-search engine for every com-
putation stage on an embedded system. When it is feasible,
our model-based algorithm-architecture co-mapping can be
used as the initial parallelization strategy, which is impor-
tant or may be critical to reducing the spatial and temporal
costs in learning and searching.

7.3 Tool status and further development
The NUDT code generation tool, although in its prelim-

inary state, has shown its promise in our experimental re-
sults. Presently, it has not utilized the multi-thread com-
puting environment well yet. We expect that utilizing the
software support will enable dynamic application of the re-
cursive tiling and scheduling schemes in order to reach the
potential in computation concurrency and balanced work-
load across multiple processors as well.

We have so far focused on parallel data translation on
shared memory systems. A successful application of the
same schemes for large NUFFTs to a distributed memory
system will depend strongly on, in priority order, the ra-
tio in access latency between on-chip and off-chip memories,
the ratio between the grid size and the translation window
size, and the sample distribution. At present, the off-chip
memory access is too slow in comparison to on-chip memory
access.
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[21] M. Püschel, J. Moura, J. Johnson, D. Padua,
M. Veloso, B. Singer, J. Xiong, F. Franchetti,
A. Gacic, Y. Voronenko, K. Chen, R. Johnson, and

195



N. Rizzolo. SPIRAL: Code generation for DSP
transforms. In Proceedings of the IEEE special issue
on Program Generation, Optimization, and
Adaptation, volume 93, pages 232–275, 2005.

[22] L. Renganarayana and S. Rajopadhye. An approach to
SAR imaging by means of non-uniform FFTs. In
Proceedings of IEEE International Geoscience and
Remote Sensing Symposium, volume 6, pages 4089–
4091, July 2003.

[23] L. Renganarayana and S. Rajopadhye. A geometric
programming framework for optimal mutli-level tiling.
In Proceedings of the 2004 ACM/IEEE conference on
Supercomputing, page 18, May 2004.

[24] T. Sorensen, T. Schaeffter, K. Noe, and M. Hansen.
Accelerating the nonequispaced fast Fourier transform
on commodity graphics hardware. IEEE Transactions
on Medical Imaging, 27:538–547, April 2008.

[25] M. Wolfe. More iteration space tiling. In Proceedings
of the 1989 ACM/IEEE conference on
Supercomputing, pages 655–664, 1989.

[26] M. Wolfe and M. Lam. A data locality optimizing
algorithm. In Proceedings of the ACM SIGPLAN 1991
conference on Programming Language Design and
implementation, pages 30–44, 1991.

[27] J. Xue. Loop Tiling for Parallelism, volume 575. The
Springer International Series in Engineering and
Computer Science, 2000.

[28] S. Ying and J. Kuo. Application of two-dimensional
nonuniform fast Fourier transform (2-d nufft)
technique to analysis of shielded microstrip circuits.
IEEE Transactions on Microwave Theory and
Techniques, 53:993–999, March 2005.

196


