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RAY SHOOTING AND PARAMETRIC SEARCH*
PANKAJ K. AGARWAL ANO JIl MATOUEK$
Abstract. Efficient algorithms for the ray shooting problem are presented: Given a collection F of objects in

d, build a data structure so that, for a query ray, the first object of F hit by the ray can be quickly determined. Using
the parametric search technique, this problem is reduced to the segment emptiness problem. For various ray shooting
problems, space/query-time trade-offs of the following type are achieved: For some integer b and a parameter m
(n _< m < n b) the queries are answered in time O((n/m /b) log <) n), with O(m !+) space and preprocessing time
(t > 0 is arbitrarily small but fixed constant), b Ld/2J is obtained for ray shooting in a convex d-polytope defined
as an intersection of n half spaces, b d for an arrangement of n hyperplanes in d, and b 3 for an arrangement
of n half planes in 3. This approach also yields fast procedures for finding the first k objects hit by a query ray, for
searching nearest and farthest neighbors, and for the hidden surface removal. All the data structures can be maintained
dynamically in amortized time O (m + / n) per insert/delete operation.
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1. Introduction. Consider the following ray shooting problem: Given a collection F of
d, build a data structure so that, for a query ray p, we can quickly determine
the first object of F intersected by p.
The ray shooting problem has received much attention in the past few years because of its
applications in graphics and other geometric problems [11], [20], [1], [13], [6], [4], [9], [7].
But most of the work done so far has been for the planar case where F is a collection of line
segments in 2. Chazelle and Guibas proposed an optimal algorithm for the special case where
F is the boundary of a simple polygon [11 ]. Their algorithm answers a ray shooting query
in O(log n) time using O(n) space (see also [9]). If F is a collection of arbitrary segments
in the plane, the best known algorithm answers a ray shooting query in time O( log ) n)
using O(m l+) space and preprocessing [1 ], [6], [4]. Although no lower bound is known for
this case, it is conjectured that this bound is close to optimal. However, in three and higher
dimensions the problem is far from being solved. For example, no efficient ray shooting
algorithm is known for a convex d-polytope for d > 3. Even in 3, nontrivial solutions have
been obtained only very recently (cf. [4], [7]).
In this paper, we present ray shooting algorithms for several cases in higher dimensions
>
(d 3), including a convex polytope, a collection of n hyperplanes in d, and a collection of
n half planes in IK3. We will use a unified approach for all cases, which is, roughly speaking, a
binary search along the query ray p. In order to make this approach work, we need to handle
two problems: (i) Perform a binary search without computing all intersection points of p and
the objects of F, and (ii) given a point x 6 p, determine whether the first intersection point of
F and p lies before or after x.
To handle the first problem we perform an implicit binary search using the parametric
search technique of Megiddo [26], and, to handle the second problem, we use suitable range
searching structures for detecting an intersection between p and the objects of F. Our approach
can be easily extended to report the first k objects hit by the query ray.

n objects in
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The range searching algorithms we have at our disposal usually admit space/query-time
trade-offs" the more space (and preprocessing time) we use, the faster the queries can be
answered. Such a trade-off then transfers to the ray shooting results. A usual form of this
trade-off is the following: There are two fixed integers b, c (specific to the considered problem),
such that with O(m 1+) space and preprocessing time, where n < m < n b, a query can be
answered in time O(m- log n) [12]. Note that since we require m > n, the smallest amount
of space we consider in this trade-off is O(n+). Hence the log n factor plays a role only
when m is close to nb; actually it expresses the query complexity for the maximum permissible
amount of space. For the sake of brevity, we just say that such a problem admits a standard
trade-off with a certain value of b. It is understood that c is always a (reasonably small)
constant. For the sake of simplicity, we will not discuss the best value of c. Also, in many
cases the space and/or preprocessing time can be somewhat reduced because of improved
results in range searching (e.g., for m n, or m n); we will not pay too much attention to
this either.
In this paper, we consider the following specific ray shooting problems"
(i) Ray shooting in an arrangement of n hyperplanes in Rd. We get a standard trade-off
d. Previously, efficient solutions were known only for d _< 3. Moreover, they did
with b
not support insertion/deletion of planes for d 3.
(ii) Ray shooting in a convex d-polytope defined as the intersection of n half spaces. We
get a standard trade-off with b Id/2J. Previously, nontrivial solutions were known only for
d < 3 [17].
(iii) Ray shooting in an arrangement of n half planes in R 3. We obtain a standard trade-off
3. The previously best known result answered a query in time O(nl6/15+e/m 4/15)
with b
using O(m +) space and preprocessing [4].
By a well-known reduction, a suitable ray shooting algorithm yields a procedure that can
process a set of n points in IRd into a data structure, so that the nearest or the farthest neighbor
of a query point can be computed quickly; we get a standard trade-off with b
[d/2] [18].
It can also report the first k neighbors, for any given k < n, at an additional cost of k log 2 n in
the query time.
Finally, we consider the following hidden surface removal problem: Given a set T of n
nonintersecting triangles in N 3 and a view point z +cx, compute the visibility map of T,
that is, the subdivision of the viewing plane so that the same triangle is visible from all the
points of a face. The goal is to come up with an "output-sensitive" algorithm. Although there
have been several output-sensitive algorithms for special cases, only very recently de Berg et
al. [7] presented an output-sensitive algorithm for the general case. Their algorithm relies on
a fast procedure for ray shooting among a collection of "curtains"; a curtain is an unbounded
vertical triangle with two of its edges being vertical rays extending to -ec. We shall present
a faster procedure for ray shooting among curtains, which will improve the running time of
the hidden surface removal algorithm of [7].
Tables and 2 offer a succinct comparison of our ray shooting and k-intersection results
with the previously known ones. In these tables, the space and preprocessing time are usually
O(m l+) (and better in some cases; see the appropriate sections).
TABLE
Ray shooting results.

Objects

Previous results

d-polytope
hyperplanes in N4
half planes in I
curtains in N

O(logn),d < 3 [17]
I+e
d < 3 [4]
O(m--77),
16/15+e
/-)
[4]
(.)
2+e
O() [7]

New results
O(m/’ta/ log n)
O(m--r77/d log n)
O(m-3 log4 n)
O( log n)
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TABLE 2
k-intersection results.
Objects
hyperplanes in ]d

Previous results

New results

None

segments in 2

0( log (l) n + klogn)

triangles in/I

None

O(m+/d log(I)4 n + k)
n+k)
O(log
16/15

O(log O( 1) n+k)

This paper is organized as follows. Section 2 introduces the ray shooting problem in
a general setting and gives a reduction to the segment emptiness problem using Megiddo’s
parametric search technique. In 3, we discuss specific applications of this general result to
ray shooting and related problems in various situations. Ray shooting algorithms are applied
to proximity problems and to the hidden surface removal problem in 4 and 5, respectively.
We finally conclude by mentioning some open problems.

2. Ray shooting using parametric search. It will be convenient to formulate the ray
shooting problem in a reasonably general setting. Let be a class of (topologically closed)
(in the examples we consider, these will be hyperplanes or parts of
geometric objects in
them), and let 1-’ be some set of n objects of Further let be a set of admissible rays. Let
o(p) denote the origin point of a ray p. The points of every ray will be ordered increasingly
along the ray starting from its origin, i.e., for p, q 6 p we say p < q if o(p) is closer to
p than to q. For a ray p 7 and g F let 0(g, p) denote the first point of g hit by p if
it exists; otherwise 9(g, P)
+cx. We set qg(F, p) mingv qg(g, p). We want to build a
data structure that, given a ray p 6
computes 9(F, p) quickly, together with a g 6 F such
that p(g, p) 0(F, p). Abusing the notation slightly, we shall use 0(F, p) to denote the first
intersection point as well as the object that contains the intersection point.
Let Seg(7".) denote the set of all initial segments of the rays of 7, i.e.,

.

a

,

Seg(7)

{o(p)x; p

7, x

p }.

Suppose that we have an efficient algorithm that, given a segment ox Seg(7), decides
whether it intersects any object g 6 F. We refer to this procedure as the segment emptiness
algorithm. We also assume that the algorithm can detect the case when an initial segment ox
intersects F only at x and that it can identify the intersected object in this case.
Observe that, given a point x on a ray p 6 7, we can use the segment emptiness algorithm
to decide the relative order of x and 9(F, p): if the segment o(p)x intersects F only at x, then
x
o(F, p); if ox is empty then x < 99(F, p); otherwise, x > p(F, p). As it is often the
case in similar situations, the parametric search technique due to Megiddo [26] can be used to
turn this "verification" algorithm into a "searching" algorithm. Let us outline this technique
applied to our specific problem.
Let A be a segment emptiness algorithm. Let v be the unit direction vector of p and
let {x(t)
o(p) + tv;
+} be a parametric representation of p. Let t* denote the (yet
unknown) value of the parameter such that x(t*) qg(1-’, p). The first idea of the parametric
search technique is to run the algorithm A to decide the emptiness of the segment o(p)x(t*),
and to run it "generically," without specifying the value of t*. The execution of the algorithm
A will, sooner or later, need some information about t*. As observed earlier, we can gain
some information about t*: we can compare it with some given t, by running the segment
emptiness algorithm on the segment o(p)x(t) (for a reason which becomes apparent later, we
shall think of this algorithm as another "template" of A and call it B).
Specifically, assume that the flow of execution of A depends on comparisons, each of
which involves testing the sign of a low-degree polynomial in whose coefficients may depend
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on p, on the objects of 1-’ but not on t*. We maintain an interval I, which is either a singleton
or an open interval that contains t*. Each time a comparison is to be made, the few roots of the
associated polynomial are computed, and we run the algorithm B "off line" at each of them.
If one of the roots is t* itself, we can stop; otherwise we determine the location of t* among
these roots, and thus also the sign of the polynomial at t*. If we know the two consecutive
roots fli, fli+l such that t*
(fli, fli+l), we can compute the sign of the polynomial at t*,
the
the
of
outcome
i.e.,
comparison at t*. We now set I to I N (fli, fli+l). If I 0, we can
conclude that t* does not exist, and we stop. Otherwise we resume the execution of the generic
algorithm A. As we proceed through this execution, each comparison that we resolve further
constrains the range where t* can lie, and we thus obtain a sequence of progressively smaller
intervals, each known to contain t*, until we either reach the end of A or hit t* at one of the
comparisons at A. Since the outcome of A changes at t*, it can be shown that t* is a root of a
polynomial associated with one of the comparisons resolved by A (see [3] for a proof). This
in turn implies that the computation will stop at the desired value t*.
The most expensive steps in this computation are calls to the subroutine B for resolving
comparisons. To reduce this cost, Megiddo suggests replacing the sequential algorithm A
by its parallel version, A p. If A p uses p processors and runs in TA parallel steps, then each
such step involves at most p independent comparisons, that is, each can be carried out without
having to know the outcome of the others. We can then compute the roots of all p polynomials
associated with these comparisons, and perform a binary search to locate t* among them (using
the algorithm B at each binary search step). If T is the time complexity of the subroutine
B, then the binary search requires O(p / T log p) time per parallel step, for a total of
O(pTA / Tg TA log p) time for a sequential algorithm that simulates Ap. An improvement
of this technique by Cole 15] can further reduce the running time in certain cases by another
logarithmic factor (this, however, depends on the specific algorithm A p).
Let us summarize our discussion in a (rather long) theorem.
THEOREM 2.1. Let F be a set of objects and 7 a collection of rays. Suppose that we have
a data structure E supporting segment emptiness queries with respect to for the segments
of Seg(). Let A p be a parallel algorithm for answering a segment emptiness query, which
uses p processors and runs in TA parallel steps 2, and such that for a query segment ox, the
computation of A p uses the information about x only in deciding the signs of certain fixeddegree polynomials in the coordinates of x. Let B be another version of segment emptiness
algorithm, which can report an object g I" intersecting the endpoint of the query segment,
provided that the segment is otherwise empty, and let Tg be the running time of B. Then the
ray shooting problem for rays in 7 can be solved using the same data structure E, in time

O(pTA / T TA log p).
This approach can obviously be extended to find the first k objects of 1-’ intersected by the
query ray. In this case, the generic algorithm A p should decide whether the query segment
o(p)x(t*) intersects exactly k objects of F, and algorithm B decides whether the number of
the objects of F intersected by query segment are fewer than, equal to, or more than k. After
having computed the value of t*, the answer (the first k objects hit by p) can be computed by
a segment range reporting algorithm C; usually a variant of A or B gives such an algorithm.
The running time of the resulting algorithm will then be O(pTA + T TA log p + Tc), where
TA, T, and p have the same meaning as above and Tc is the running time of C (Tc may
depend on k).
3. Specific results on ray shooting. In this section we apply the general technique described in the previous section to obtain fast solutions for some specific instances. In particular,

2Actually we count only the steps with comparisons involving x.
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we present ray shooting algorithms in an arrangement of hyperplanes in d-dimensions (3.1),
a collection of half spaces (3.2), and an arrangement of half planes in R (3.3).

3.1. Ray shooting among hyperplanes. In this section we describe an efficient ray
shooting algorithm for a collection H of n hyperplanes in Rd. For d _< 3, Agarwal and Sharir
[4] gave an algorithm that gives a standard trade-off for ray shooting among hyperplanes with
b d. In this section we obtain similar bounds for higher dimensions. In view of Theorem 2.1,
it suffices to describe an efficient procedure for the segment emptiness problem.
The dual of a hyperplane (respectively, segment) in lKd is a point (respectively, double
wedge), and a segment e intersects a hyperplane h if and only if the double wedge e* contains
the point h*. Therefore, the segment emptiness problem for H is the same as detecting whether
a query double wedge contains any point of H*. This problem is a special case of the simplex
range searching problem, where we want to report or count the points contained in a query
simplex.
Chazelle, Sharir, and Welzl [12] showed that, using O(ml+), (n < m < n d) space
and preprocessing, we can answer a double wedge range query in time O( log 2 n) (see
Appendix). A simpler algorithm (with improved performance for the case of linear space)
was given in [22]. More specific properties of this algorithm will be briefly described in
the Appendix. With a knowledge of this data structure, it is straightforward to check that
the algorithm can be run in O(logn) parallel steps using O(m-/ logn) processors. Also,
it is shown in [22] that the data structure can be maintained dynamically under insertions and deletions of points. Hence, in view of Theorem 2.1, we can conclude the following
theorem.
THEOREM 3.1. Given a set H of n hyperplanes in IRel, a parameter m n _< m _< n d, we can
build, in time 0 (m +), a data structure of size 0 (m +) that supports ray shooting queries
in time O( n log4 n) The data structure can be maintained dynamically, as hyperplanes
are being inserted in or deletedfrom H, in O(ml+e/n) amortized time per update operation.
Remark 3.2. With a linear space and O(n log n) preprocessing time, we actually get
query time O(n -/d log ( n). On the other hand, with O(n d+) space and preprocessing,
the query time becomes O (log 2 n). This and other possibilities of small improvements follow
from more specific results of [12], [22].
In the above result, the simplex range searching results were applied only to decide the
emptiness of a query segment. However, these algorithms can also count the number of
hyperplanes intersecting a query segment within the same time bound, or can report all such
k hyperplanes at an additional cost of O(k). The remarks at the end of 2 thus imply the
following.
THEOREM 3.3. Given a set H of n hyperplanes in IR a parameter m, n _< m _< n d, we
can build, in time O(m l+e), a data structure so that, the first k hyperplanes of H intersected by
a query ray can be reported in time 0 (- log 4 n + k). This data structure can be maintained
dynamically, as hyperplanes are being inserted in or deletedfrom H, in 0 (m 1+ / n) amortized
time per update operation.
Agarwal and Sharir [4] showed that if F is a set of n segments in ]t 2 or a set of n triangles
in IK 3, we can count the number of objects in F intersected by a query segment in time
O(nl+e/q/--) or O(n16/15+e/m4/15), respectively, using O(m l+e) space and preprocessing,
where n < m < n 2 and n < m < n 4, respectively. Hence, we obtain similar bounds for
reporting the first k objects of 1-" hit by a query ray. A further improvement is possible using
recent results of Aronov and Sharir [5] on the complexity of a zone of an algebraic surface in
a hyperplane arrangement; we will not elaborate on this in this paper.

,

3Throughout this paper, we will denote by y* the dual of an object y, and by F* the set {),*"

y

6
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3.2. Ray shooting in a convex polytope. In this section we consider the ray shooting
problem for a convex polytope 79 in d. We assume that 79 is described as the intersection
of n half spaces in Itd. Let H denote the set of hyperplanes bounding these half spaces. For
d
2 a straightforward binary search can answer a ray shooting query in O(log n) time,
and for d 3 we can use the Dobkin-Kirkpatrick hierarchical representation of a 3 polytope
to obtain an optimal algorithm [17]. But for d > 3, the Dobkin-Kirkpatrick hierarchical
representation does not work, and no efficient algorithm is known for ray shooting in higher
dimensions. Even in I no efficient ray shooting algorithm is known if the polytope 79 changes
dynamically.
We first describe the algorithm for the special case when o, the origin point of the ray,
lies inside 79. This is simpler and sufficient in many applications. After a suitable projective
transformation, we can assume that 79 is the region lying above all hyperplanes of H. (Actually,
the algorithm can be modified suitably, so that it works even if 79 does not lie above all
hyperplanes of H.) By Theorem 2.1, we are interested in a data structure that, for a query
segment ox, detects whether ox intersects the boundary of 79, which, by our assumption, is
equivalent to whether there is a hyperplane of H lying above x. In the dual setting, this means
that the half space lying above the hyperplane x* contains at least one point of H*.
We thus want to preprocess H* for half-space emptiness queries, i.e., we need a data
structure deciding whether there is a point of H* in a query half space. In [23] it is shown that
the half-space emptiness queries can be answered in time O( ml/nLcl/21 log n) using O(m 1+) space
and preprocessing (the algorithm includes the data structure due to Clarkson 14] for the "large
space" case). It also allows the insertion or deletion of a half space in O(m 1+/n) amortized
time, see, e.g., [2] for details. A parallel implementation with O(log n) time and number
of processors bounded by the sequential running time is quite straightforward. Furthermore,
the algorithm can also detect the case when the interior of the query half space is empty but
its boundary contains a point (see original papers [14], [23] for details). We thus have the
following lemma.
LEMMA 3.4. Given a convex polytope 79 in I described as the intersection of n half
spaces, and a parameter m, n < rn <_ n Id/21 we can construct in time O(m +) a data
structure of size O(m 1+) so that, for a query ray whose origin point lies inside 79, we can
determine the first point of the polytope boundary hit by the ray in 0 m "/’nLc/1 lg n) time. This
data structure can be maintained dynamically, as half spaces are being inserted in or deleted
from 79, in amortized time 0 (m l+e / n) per update operation.
This result has one surprising consequence. Namely, the half-space emptiness algorithm
of [23] sometimes concludes that the query half space is nonempty, but does not exhibit a
"witness point" contained in the query half space (which may be required in some applications).
Our ray shooting result allows us to obtain such a witness" Let h denote the hyperplane
bounding the query half space and, without loss of generality, assume that the query half space
lies above h. In the dual setting, we thus want to return a hyperplane of H lying above the point
h* if it exists. We shoot a vertical ray in the -x direction from the point (h T
h_,
(where (h T
h) is the coordinate vector of h*). If h* lies below the first hyperplane hit by
the ray, then that hyperplane is the desired witness; otherwise h* lies above all hyperplanes of
H. Hence we have the following corollary.
COROLLARY 3.5. Given a set S of n points in
we can construct in time O(m l+e)
(n < rn < n ld/zj) a data structure of size O(m+), such that, for a query half space V, we
can determine in time O(m,/a/21 log n) a point of v N S or conclude that ?, f) S 0.
Next, we extend the ray shooting algorithm for the case when the origin point o of p does
not lie in 79 Note that this does not quite fall into our general framework (at least not if we take
the set of hyperplanes for F), so we must exhibit a specific (although very similar) solution
using parametric search. It suffices to find a point x* x(t*) of the query ray inside 79 if it

,

,

800

PANKAJ K. AGARWAL AND JIli MATOUEK

exists (then the previous ray shooting result can be applied); in our setting this means a point
x* of the ray lying above all hyperplanes of H. For this problem, the generic algorithm A will
check whether x(t) E 79. The oracle B should decide on which side of a point x x(t) the
potential intersection of the query ray with 7 lies. We let B be the algorithm dual to the one
from Corollary 3.5, i.e., it checks whether x E 7 (if yes the computation may finish), and if
not, it exhibits a hyperplane h 6 H lying above x. The crucial observation is that at least one
of the two portions of the query ray determined by x(t) also lies below h, and therefore p N 7
is bound to lie in the other portion (provided it exists at all). As a result the algorithm B can
still resolve comparisons. Clearly, if p intersects 7 a point in p 7 will be found. On the
other hand, if p does not intersect 7 the answers given by B will become inconsistent (i.e.,
the interval for t* becomes empty). By Corollary 3.5 and Theorem 2.1, we can conclude the
following theorem.
THEOREM 3.6. Given a convex polytope 79 in ]1d described as the intersection of n half
spaces, and a parameter rn (n < rn < nld/2J), we can preprocess 79 in time O(m +) into a
data structure of size 0 (m +), so that for a query ray the first point of 79 hit by the ray can be
determined in O(m,/t/2 log n) time. The data structure can be maintained dynamically, as
half spaces are being inserted in or deleted from 79, in amortized time O(m+e/n) per update

,

,

operation.
Remark 3.7. This algorithm can also be improved in some special cases. For instance, if we do not require a dynamic structure, we may apply a result of [23]" Given
O(n) space and O(n +) preprocessing time, we can answer half space emptiness queries
in O(n-!/Ld/ZJ20(lg* n)) time; the algorithm can be implemented with O(log log n) parallel
steps. Similarly, if we allow O(n Ld/2J+) space, the query time in the above theorem can be
improved to O (log 2 n).

3.3. Ray shooting among half planes. In this section we consider the case when I-’ is a
set of half planes in 3. Although a ray shooting query among planes in ]3 can be answered
in roughly n/m /3 time, no such procedure is known for half planes. The query time of
the best known algorithm for half spaces is close to n6/5/rn 4/, which is the same as the
query time for ray shooting among triangles in 3 [4]. Here we improve the query time to
O ( log() n); as usual, we will describe an efficient procedure for the segment emptiness
problem. We use a "multilevel" range searching structure tailored to this specific application.
General principles of building such structures are outlined in the Appendix.
Let H denote the set of planes supporting the half planes of V. We construct a partition tree
T on the set of points in H*. For a node v of T, let 1-’v be the set of half planes corresponding
to the points of the canonical subset associated with v, and let Lv be the set of lines bounding
the half planes of Fv. We orient each line g of Lv so that the half plane bounded by g lies to
its right (i.e., in the clockwise direction). L is thus a set of oriented lines.
As a secondary data structure in each node v, we construct a data structure for deciding
whether a query line (in our application, the line carrying the query segment) has positive
(or negative) orientation with respect to all lines of L. Chazelle et al. [10] give a data
structure for this problem with space and preprocessing time O(n 2+) and with O(log n)
query time. They actually reduce the problem to answering a half-space emptiness query in
five dimensions 4. Combining their reduction with the already mentioned results of [23] for
4The reduction uses so-called Plucker coordinates of lines. Every line U of the set Lv is mapped to a Plucker point
zr(g ’) in projective five-space, and a query line is mapped to a Plucker hyperplane re(g) in projective five-space.
The query line g has positive (respectively, negative) orientation with respect to all lines in L if and only if the
hyperplane re(g) lies above (respectively, below) the Plucker points of all lines in Lv, see [29], [10] for details. The
problem thus reduces to determining whether the half space lying above (respectively, below) ur (g) is empty, which
can be done using the data structure of Clarkson 14].
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the half-space emptiness problem, we get a data structure for the segment emptiness problem
(with respect to half planes in three-dimensions) that admits a standard trade-off with b 2.
When answering a segment emptiness query for a segment e
pq with this two-level
data structure, we first query the first level structure with the double wedge e* dual to e. It
gives the set of half planes, whose supporting planes intersect e, as a pairwise disjoint union of
O(m-/3 log n) canonical subsets. Let F’v be a first-level canonical subset of the query output.
Then either p lies below all the planes containing the half planes of Fv and q lies above all of
them, or vice versa. Without loss of generality, assume that p lies below all of them.
The query segment e intersects a half plane V 6 F if and only if e, the line supporting e
and oriented from p to q, intersects ?,. If the xy-projection of e is in clockwise (respectively,
counterclockwise) direction to the xy-projection of the line 0V, then e intersects y if and only
if lies below (respectively, above) 0y, i.e., has negative orientation with respect to Oy
(see Fig. 1). In other words, does not intersect any half plane of 1-’ if and only if e has
positive orientation with respect to all lines of Lo. Similarly, if p lies above all the planes
containing the half planes of 1-’, then e does not intersect any half plane of 1-’v if and only if
has negative orientation with respect to all lines of Lv. We can Perform this test using the
secondary structure stored at v. By repeating this step for all first-level canonical subsets of
the query output, we can answer the emptiness query. This data structure gives a standard
trade-off with b 3 for the segment emptiness problem. We thus obtain the following result.

FIG. 1. Query line e and halfplane y.

THEOREM 3.8. Given a set of n half planes in 3 and a parameter m, n < m < n 3,
we can preprocess F, in time 0 (m +), into a data structure of size 0 (m +), so that a
ray shooting query can be answered in time O(m-/3 log (1) n). The data structure can be
maintained dynamically, as halfplanes are being inserted in or deleted from F, in amortized
time 0 (m +e / n) per update operation.

.

4. Nearest and farthest neighbors searching. We now divert our attention to the neighbor searching problems: Given a set S of n points in ]a, store S in a data structure so that,
for a query point we can quickly compute a point of S closest to (or farthest from)
Clarkson showed that if we allow O(n rd/21+e) space, we can compute a nearest or farthest
neighbor of a query point in S in time O(log n), but no efficient algorithm is known, if we
allow, say, O(n log n) space. In this section we apply the ray shooting algorithms to search
for the closest and farthest neighbors.
We map each point p (pl, p2
Pd) of S to the hyperplane g(p) in d+, which is
the graph of a d-variate linear function

,

hp(Xl, x2

Xd)

2plx q- 2p2x2 +...

+ 2paxa (p + p +... + p).
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It is well known that p
only if

6

S is a closest neighbor of a point

hp(l, 2

d)

maxhq(se,
se:z
qrS

(1, 2

d) if and

sed)

(see [18], [19] for details). The problem of computing a closest neighbor thus reduces to
finding a hyperplane in the upper envelope of g (S) hit by the vertical ray p, emanating from
the point (1, 2
d, +ocz) in --Xd+ direction. Since the upper envelope of g(S) is a
convex polytope defined as the intersection of n half spaces and the origin point of p lies in
’(S), we can use Lemma 3.4. Similarly, a farthest neighbor of in S is a point p if

d)

hp(l, 2

min hq (1, 2

d),

qrS

and the problem of computing a farthest neighbor thus reduces to shooting a vertical ray
in the lower envelope of o(S) from (, 2
d,--oo) (in +Xd+ direction). Hence, by
Lemma 3.4, we obtain the following result.
THEOREM 4.1. Given a set S of n points in ]d and a parameter n < m < n Fa/21, we can
preprocess S in time O(m TM) into a data structure of size O(m+e), so that, for a query point
we can compute its closest or farthest neighbor in S in time O(,/rn2i log n). Moreover,
the data structure can be maintained dynamically, as points are being inserted in or deleted
from S, in amortized time 0 (m + / n) per update operation.
We can extend this algorithm to report k nearest or farthest neighbors of a query point. We
will restrict ourselves to nearest neighbors; the farthest neighbors can be handled analogously.
The k nearest neighbors of are the same as the first k hyperplanes of oe(S) intersected by
the vertical ray p emanating from (, 2
a, +oo). Therefore, by Theorem 3.3, we can
find k nearest neighbors of in time O(m/n+ log4 n + k), but we can do better when k is not

,

very large.

By our reductions, it suffices to have an algorithm deciding whether a query point lies
below at most k hyperplanes, and also to have a suitable reporting algorithm. A result of [23]
in a dual setting shows that, in IR all k hyperplanes lying above a query point can be reported
in time O(ml/lnd/2’j logn + k) using O(m +) space and preprocessing.
Such a reporting algorithm can be turned into an algorithm that checks whether there are at
most k hyperplanes above a query point: Given an integer k, let tk be (an upper bound for) the
running time of the reporting algorithm provided that it reports at most k points. One runs the
reporting algorithm, terminating it if it does not stop within tk time units. If it has not stopped
by this time, we know that the number of hyperplanes lying above the query hyperplane is
larger than k; otherwise we can check the number of reported hyperplanes directly. Hence,
n
we can check in time O(m /(u
log4n + k) whether a query point lies below at least k hyperplanes. A parallel implementation of the reporting algorithm with O(log n) parallel steps
and O (m i(n+’i lg4 n + k) processors is again straightforward, and in the checking version, we
terminate it when it tries to use more than tk processors. Plugging these algorithms into the
parametric search technique, we obtain a data structure that reports the first k hyperplanes hit
by a ray originating in the polytope in time O (m,/tni lg 3 n + k log 2 n). As usual, the space
and preprocessing time of the algorithm are O(m+).
THEOREM 4.2. Given a set S of n points in 1td, we can preprocess it, in time O(m+e),
into a data structure of size O(m +) so that, for a query point we can compute its k closest
(or farthest) neighbors in S in time O(m/fnd/] log 3 n + k log2 n). The data structure can be
maintained dynamically, as points are being inserted in or deleted from S, in amortized time
O(m TM /n) per update operation.
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5. Hidden surface removal. Consider the following problem: "Given a set T of n
triangles in ]3 and a viewpoint p at z -+-zxz, we want to compute the visibility map All (T)
of T, i.e., the subdivision of the viewing plane z
+cxz such that the same triangle of T
is visible in -z direction from all points of a face." Note that if we are given an arbitrary
viewpoint p, we can apply an appropriate transformation so that p maps to
In the last few years much work has been done on various special cases of the hidden
surface removal problem, see [27], [4], [8], [7]. Most of these algorithms apply efficient
ray shooting procedures to compute the visibility map. Recently, de Berg et al. [7] gave an
O (n 1+ + k) algorithm for the general case, where k is the size of the visibility map. Their
algorithm uses a ray shooting procedure for a collection of curtains as a subroutine; a curtain
is an unbounded vertical triangle with two of its edges being vertical rays extending to -x.
The overall running time of their algorithm is governed by the time complexity (query time
plus preprocessing) of the ray shooting procedure. In this section we will present a faster
solution for the ray shooting among a family of curtains, which in turn will improve the time
complexity of their hidden surface removal algorithm.
Let F’ be a collection of curtains in 3. As usual, we describe a data structure for the
segment emptiness problem for I-’. Let denote the line containing e, the line containing the
bounded segment of a curtain V, and $ the xy-projection of an object 3. The segment e intersects
Let 1-’
a curtain 9/ if and only if (i) Y intersects 97, and (ii) lies below
{7 ?’ 6 1-’}
denote a set of n segments in R2. It is known (see, e.g., [4]) that Y intersects 7 if and only
if { separates the endpoints of 7 and Y intersects {. We construct a four-level data structure
(similar to the one used in [4]; see Appendix for details) on
We first construct a partition tree on the left endpoints of the segments of and then, for
each node z of the tree, we construct a secondary partition tree on the right endpoints of the
segments of whose left endpoints are in the canonical subset associated with z. Next, for
each second-level node we extend the segments of 1-’, whose right endpoints are stored at that
node, to full lines in the plane and dualize them to points in 2. We construct a third-level
(respectively, 1-’v) be the set of
partition tree on these points. For a third-level node v, let
segments (respectively, curtains) corresponding to the points associated with v. Finally, at
each third level node v, we store a data structure that, for a query line (the one extending a
query segment e), decides whether it lies above all lines of {; 9/ 6 1-’} (see 3.3).
To detect an intersection between e and the curtains of F, we search the first two levels of
the above structure with {, the third level structure with the double-wedge dual to Y, and finally
the fourth level structure with the PRicker hyperplane of (see the Appendix for details). If the
tests come out positive for the fourth-level structures of every third-level node, filtered out by
the previous levels of the partition tree, our query segment is empty. Putting all this together,
we get a standard trade-off for the segment emptiness problem among curtains with b 2.
Plugging the resulting ray shooting procedure into the hidden surface removal algorithm
of[7] and choosing m InZ/3k2/31, we can compute the visibility map in time O(nZ/3+ek 2/3 -+n+). Note that we do not know the value of k in advance, therefore we must guess an initial
value of m and update it as the algorithm proceeds, as in [7], [27]; see any of these papers for
details. Hence, we can conclude the following theorem.
THEOREM 5.1. The visibility map of a given set of n triangles in 3 with respect to a
viewing point can be computed in time O(nZ/3+ek 2/3 -+- nl+e), where k is the output size.

..

Iv

6. Conclusion. In this paper we have applied the parametric search technique to obtain
efficient procedures for the ray shooting and related problems. Recently, further progress
was made in the construction of (static) range searching algorithms (see [24] for simplex
range searching algorithms and multilevel range searching structures and [28] for half-space
range reporting with polylogarithmic query time). As a result, the n factors appearing in the
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complexity bounds for our static ray shooting algorithms can be replaced by polylogarithmic
factors. Also, in the case of ray shooting in a convex polytope, we can remove some of the extra
logarithmic factors in the query time arising by a straightforward application of the parametric
search method; see [25], [28].
Finally, we conclude by mentioning some open problems.
(i) Can the ray shooting algorithm for half planes be extended to triangles in IR3? The
currently best known algorithm admits the standard trade-off with b 4.
(ii) What about ray shooting in a collection of spheres or other nonlinear objects in IR3?
The authors are not aware of any efficient procedure for ray shooting or even intersection
detection algorithms for nonlinear objects.
(iii) Can the running time of k-nearest neighbor searching be improved to

O

mllral2q

log n

+k

9

Appendix. Multilevel partition trees. In some of our ray shooting problems (e.g., 3.3
and 5), we needed "tailored" range searching structures for the corresponding segment emptiness problems. These particular data structures are not explicitly described in the literature,
but they can be easily designed using multilevel (recursive) partition trees. Multilevel partition trees were originally introduced by Dobkin and Edelsbrunner 16] and they have been
successfully applied to several geometric problems [12], [22], [4].
Let us start by describing a partition tree for the half-space range searching. We will
consider only some abstract properties without going into specific implementation details.
Thus our description encompasses the partition scheme of 12], as well as a somewhat simpler
and better partition scheme of [22].
Let S be a set of n points in IR A partition tree on S consists of a collection of certain
distinguished subsets of S, called the canonical subsets. The task of a partition tree is to
express the intersection of S with a given half space as a disjoint union of canonical subsets;
such a decomposition of S N t’ is called a canonical decomposition. A partition tree is
implemented as a tree-like data structure, each of whose node is associated with canonical
subsets. At each node, we also store certain auxiliary information that allows us to find a
canonical decomposition of S rq ?, efficiently.
In order to answer the queries efficiently, we need a worst-case upper bound on the
On
maximum number of canonical subsets used in a canonical decomposition of S Cq
the other hand, the sum of sizes of all canonical subsets essentially determines the space
requirements of the partition tree. The results of 12], [22] show that, for any n < m < n d, we
can build a partition tree of size (i.e., the sum of the size of its canonical subsets is) O(ml+),
which can decompose S G into O ( log n) canonical subsets, for any query half space ?,.
Depending on the purpose of a partition tree, we also store some kind of additional
information along with each canonical subset. For example, we need to store the cardinality
of each canonical subset if we want to use it for answering queries of the form "how many
points of S are contained in a query half space."
To introduce the concept of a multilevel partition tree, let us consider a slightly more
complicated example, where we want to count the number of points of S in a query wedge,
i.e., in an intersection of two half-spaces 5. We thus take every canonical subset C in our
partition tree, and build a "secondary" partition tree for C; this data structure corresponds
to the auxiliary information associated with C in the "primary" partition tree. The auxiliary
information stored at each node of the secondary partition tree is still the cardinality of the

a.

,

,.

,

5The partition trees of [22] allow us to handle such a query directly, since the points of S in every simplex can be
decomposed into the appropriate number of canonical subsets, but we want to illustrate the principle here.
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corresponding secondary canonical subset. Given a wedge w 7’ A 7’’, where 7’, 7’’ are two
half-spaces, we first obtain a canonical decomposition of S N 7’ with respect to the primary
tree. Then, for every canonical subset C in this decomposition, we use the corresponding
secondary data structure to count the number of points in C N 7’’. Finally we sum up all the
answers to compute the value of IS A w 1. Hence, the first level of our data structure sifts out
the points contained in 7’, and the second level sifts the points contained in 7’’. Thus, the two
levels together filter out the points of S that lie in w 7’ 7’’.
We need not limit ourselves to just two levels; for instance, we, need d + levels to handle
simplex range counting queries in this spirit. The examples described in this paper illustrate
that the secondary structure need not deal with the points of canonical subsets directly, but
rather it can be set up for some objects in one-to-one correspondence with these points (e.g.,
in 5, the primary partition tree is constructed on the left endpoints of some set of segments,
the secondary partition trees are constructed on right endpoints of the appropriate segments,
and the tertiary partition trees are constructed on the points dual to some set of lines).
In order to analyze the performance of such multilevel structures, we apparently need
more information about the distribution of sizes of the canonical subsets. From the analysis
in [12], [22], we can obtain the following convenient form.
THEOREM A.1. For an n-point set in
and a parameter m, n < m < n a, we can
I+e
n
construct, in time O(ml+e), a partition tree that contains at most O(max{ 7,
-Sz-}) canonical
subsets of size exceeding s for any s < n and, for any half-space 7", the canonical decomposition of 7" f3 S contains at most

a

O min

m/algn

s -/d

canonical subsets of size exceeding s.
Using these estimates, the analysis of multilevel partition trees becomes straightforward,
especially if we ignore O(n ) factors. Let us consider the above outlined two-level example
for wedge range counting. For the sake of simplicity, let us assume that m n for the primary
partition tree, and that, for every canonical subset C of size c, we build a secondary partition
tree with m c. The secondary structure constructed on C requires O(c l+e) space. The total
space required by this two-level structure is thus at most

2i(l+e) O max
i=0

n

n TM

2i

2d

O(n TM)

and the number of second-level canonical subsets used for decomposition of a wedge is at
most
log n
i(-/Clogn.

i=0

t

O min

{

n-/+
2i(_l/d

n

1-1/dlogn})

O(nl-1/dlog2n).

As for other values of m, a similar calculation shows that the total space is O(m +) and a
query output consists of O ( log 2 n) canonical subsets. In general, the space requirements
and the query complexity of a multilevel partition tree are essentially determined by the least
efficient level. The basic analysis of this kind is given in [4], [12], and finer complexity
questions (the tuning of subpolynomial factors) are touched in [22].
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