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Abstract
Several recent efforts in the field of reinforcement learning have focused attention on the importance of
regularization, but the techniques for incorporating regularization into reinforcement learning algorithms,
and the effects of these changes upon the convergence of these algorithms, are ongoing areas of research.
In particular, little has been written about the use of regularization in online reinforcement learning. In this
paper, we describe a novel online stochastic approximation algorithm for reinforcement learning. We prove
convergence of the online algorithm and show that the L1 regularized linear fixed point of LARS-TD and
LC-TD is an equilibrium fixed point of the algorithm.

1

Introduction

The importance of regularization in regression problems is well established, with the sparsity inducing properties of L1 regularization receiving particular interest and attention of late [6, 9, 16, 20]. Recent developments in reinforcement learning have also focused attention on the issue of regularization. Kolter and Ng
[13] introduced the notion of an L1 regularized linear fixed point, and the LARS-TD algorithm for finding it;
their experiments demonstrated the effectiveness of this technique at selecting good features in the presence
of noise features that could otherwise cause overfitting. Johns et al. [12] produced the algorithm LC-TD,
which also finds the L1 regularized linear fixed point, and used it in a modified policy iteration setting to find
(approximate) optimal policies.
LARS-TD and LC-TD are inherently batch learning methods; regularization in online reinforcement learning
is a topic heretofore unexplored. One reason for this is that regularization, particularly L1 regularization, is
most useful in the low data regime, where noise has the most impact and overfitting is most likely. A typical
assumption in online learning is that data are infinite, or at least plentiful. This may not always be the case,
of course, and furthermore it is occasionally desirable to apply on “online” algorithm to batch data, in which
case overfitting may indeed be a concern.
An alternative motivation for using L1 regularization in online learning is in reducing the memory and computational requirements of the online updates. Langford et al. [14] describe in some detail an algorithm which
utilizes a class of shrinkage operators (including the L1 regularizing soft-threshold shrinkage operator) in online supervised learning. In this work, sparsity of the iterates and sparsity in the features are leveraged to
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speed up the algorithm when working with large data sets. Sparsity in the iterates allows the algorithm to
keep in memory only those features which are currently non-zero weighted, preventing additional costs due
to swapping. Sparsity in the features directly aids computational efficiency, as only weights of non-zero features need be updated. The Langford et al. approach translates directly into the RL setting, given a problem
with a large set of sparse features such that the non-zero features can be determined efficiently from the state
alone, without iterating over all features. Certain types of sparse coding such as CMACs fall naturally into
the category of sparse features for which the non-zero features are determinable from the state alone.
In this paper we present an L1 regularized, online stochastic approximation algorithm, based on an iterative
update equation sharing the fixed point of LARS-TD and LC-TD. We validate the ability of the online algorithm to converge to the fixed point described by theory in two sample problems, and demonstrate the tradeoff
between sparsity and accuracy in a third problem.

2

Background and Notation

In this section we review Markov reward processes and regression, and we define the L1 regularized linear
fixed point and review the LARS-TD [13] algorithm.

2.1

Markov Reward Processes

This work aims to discover optimal, or near-optimal, values functions for Markov reward processes (MRPs):
M = (S, P, R, γ). Given a state s ∈ S, the probability of a transition to a state s0 ∈ S is given by P (s0 |s),
and results in an expected reward of R(s). We do not address the question of optimizing the policy for a
Markov Decision Process, though we note that policy evaluation, where P = Pπ , by some policy π, is an
important intermediate step in many algorithms.
Pn A discount factor γ discounts future rewards such that the
present value of a trajectory st=0 . . . st=n is t=0 γ t R(st ).
The value function V over states satisfies the Bellman equation:
V = T V = R + γP V,
where T is the Bellman operator and V is the fixed point of this operator.
In practice, the value function, the transition model, and the reward function are often too large to permit
an explicit, exact representation. In such cases, an approximation architecture is used for the value function.
A common choice is V̂ = Φw, where w is a vector of k scalar weights and Φ stores a set of k features in
an n × k feature matrix. Since n is often intractably large, Φ can be thought of as populated by k linearly
independent basis functions, ϕ1 . . . ϕk , which define the columns of Φ.
For the purposes of estimating w, it is common to replace Φ with Φ̂, which samples rows of Φ, though for
conciseness of presentation we will use Φ for both, since algorithms for estimating w are essentially identical
if Φ̂ is substituted for Φ. Typical linear function approximation algorithms [4] solve for the w which is a fixed
point:
Φw = Πσ (R + γΦ0 w) = Πσ T Φw,
(1)
where Πσ is the σ-weighted L2 projection and where Φ0 is P Φ in the explicit case and composed of sampled
next features in the sampled case. We likewise overload T for the sampled case.
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2.2 L1 Regularized Regression
Least squares regression seeks to minimize the weighted sum of squared errors between the predictor and the
target x:
1
w = arg min kΦu − xk2σ ,
2
u
where k · kσ is the σ-weighted L2 norm. This classic approach is well known to have the solution:
Φw = Πσ x
where Πσ is the σ-weighted L2 projection. Since regression can easily overfit noise in x when an expressive
basis is used, many approaches to regularizing the classic solution have been proposed.
L1 regularized regression has recently been the focus of a great deal of research. The Lasso [20] is the L1
constrained regression problem
1
w = arg min kΦu − xk2σ subject to kuk1 ≤ λ.
2
u
The Lasso problem can be solved directly using linear programming, but this approach is not very efficient for
large problems. This motivates the LARS algorithm [9], which can be thought of as a homotopy method for
solving the Lasso, as well as various gradient descent [8, 11, 14] and pursuit [5] algorithms. Conveniently,
these approaches are more readily adapted to reinforcement learning than the direct, linear programming
implementation of the Lasso.
LARS and other methods formulate L1 regularization using unconstrained minimization:
1
w = arg min kΦu − xk2σ + βkuk1 .
2
u

(2)

It is a straightforward application of Lagrange multiplier theory to show that the optimum of an instance of
the above matches a solution to a Lasso instance with the same objective term, and that furthermore there is
a continuous mapping between λ and β preserving equivalence.
Equation (2) can be expressed equivalently as Φw = Πσ{1,β} x where Πσ{1,β} is the L1 regularized leastsquares projection operator for some β > 0.

2.3 L1 Regularized Linear Fixed Point
Kolter and Ng [13] introduced the problem
1
w = arg min kΦu − T Φwk2σ + βkuk1 ,
2
u

(3)

which can be rewritten as the L1 regularized linear fixed point problem
Φw = Πσ{1,β} T Φw.
The above is simply the linear fixed point of equation (1) with the addition of L1 regularization. Ghavamzadeh
et al. [10] analyze a generalization of the operator Πσ{1,β} T , which they show to be a contraction, ensuring
the existence and uniqueness of the fixed point Φw (note that w by itself is not required to be unique).
Algorithms which solve for the L1 regularized linear fixed point include LARS-TD [13] and LC-TD [12].
LARS-TD follows a homotopy method, in which the regularization parameter is slowly shrunken to the
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desired value, maintaining at all times a set of fixed point criteria with respect to the regularization parameter.
LC-TD [12] restates the same fixed point criteria as a linear complementarity problem (LCP), which can be
solved by a variety of existing solvers. As the fixed point criteria are also critical to understanding the fixed
point behavior of our online algorithm, we review their derivation here.
The fixed point conditions are obtained by first taking the subdifferential of L(u) = 12 kΦu−T Φwk2σ +βkuk1 :
∇L = ΦT Σ(Φu − T Φw) + β SGN(u)
where SGN(u) is a set-valued function defined componentwise as

ui > 0
 {+1},
[ − 1, 1], ui = 0
SGN(u)i =

{−1},
ui < 0,
and Σ is the diagonal matrix with diag(Σ) = σ, the stationary distribution.1
Setting the subdifferential to zero (since the subdifferential is set-valued, the actual requirement is that zero
is in the subdifferential) yields the optimality conditions

ui > 0
 = −β,
∈ [ − β, β], ui = 0
[ΦT Σ(Φu − T Φw)]i

= +β,
ui < 0.
At the fixed point we require that u = w, thus the fixed point is characterized by the above conditions with u
replaced everywhere by w:

wi > 0
 = −β,
∈ [ − β, β], wi = 0
(4)
[ΦT Σ(Φw − T Φw)]i

= +β,
wi < 0.
Any vector w satisfying these conditions minimizes the right-hand side of equation (3), yielding the fixed
point Φw.

3

Regularized Linear TD

In this section we develop and analyze a new, iterative algorithm for finding the regularized linear fixed point.
LARS-TD and LC-TD are inherently batch methods; samples are obtained prior to running the algorithm,
and each iteration generates an update based on the entire sample corpus. Our new algorithm can be used
with batch data but also permits online learning of the value function.

3.1

Linear TD as Gradient Descent

Our new algorithm can be motivated as a gradient descent algorithm in the spirit of linear temporal difference
learning (TD) [18]. Linear TD can be viewed, somewhat loosely, as a gradient descent method minimizing
the “objective” function 21 kΦu−T Φwk2 . The linear TD update is derived from the standard gradient learning
1 Kolter and Ng [13] and Johns et al. [12] omit Σ. Here we explicitly weight by the stationary distribution to ensure consistency
between LARS-TD and our online algorithm described in section 3. For N samples, Σ can be replaced by 1/N.
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rule by taking the gradient of the objective function with respect to u, together with the constraint u = w:


1
2
wt+1 := wt − αt ∇u
kΦu − T Φwt kσ
2
:= wt + αt ∇u (Φu − T Φwt ) · Σ(T Φwt − Φu)
:= wt + αt ΦT Σ(T Φwt − Φwt )

(5)

Here αt is a (possibly time-dependent) learning rate parameter. In online learning, the values of Φw and
T Φw are replaced by samples, yielding a stochastic estimate of the gradient; also, Σ is implicit in the online
sampling and no longer appears in the update.

3.2

Linear TD with Soft-Thresholding

We now turn to a class of gradient descent algorithms which use thresholding to effect L1 regularization.
Introduced by Donoho and Johnstone [7], the soft-threshold shrinkage operator Ψν is defined as
max{|x| − ν, 0}

Ψν (x) = sgn(x)

(6)

where ν > 0. The sgn and max operations are componentwise, and signifies componentwise multiplication. In words, the shrinkage operator reduces the magnitude of each element of x by ν, truncating to zero if
the magnitude was already ≤ ν.
A number of authors [6, 8, 11, 14] make use of this operator composed with gradient descent in an iterative
fixed point method for solving the regression problem (2):
wt+1 := Ψαβ (wt − α ΦT (Φwt − x)),

(7)

where α is a (typically small) positive step size. Duchi and Singer [8] establish convergence (under mild
conditions) for the online variant, replacing the gradient ΦT (Φw − x) with a stochastic estimate.
An important fact for our purposes is that the soft-threshold shrinkage operator is non-expansive in pnorm [11, Lemma 3.2].
In this section we introduce the most straightforward application of the soft-threshold shrinkage operator in
the context of linear TD, and show that the fixed point of the resulting iteration satisfies the LARS-TD fixed
point conditions (4). If we compose the soft-threshold shrinkage operator with the linear TD gradient update
(5) we obtain
wt+1 := Ψαt β (wt + αt ΦT Σ(T Φwt − Φwt )).
(8)
This update generates the algorithm L1TD, shown in algorithm 1.
We give the following lemma concerning the fixed point of (8); the subsequent proof is nearly identical to the
proof given by Hale et al. [11, Proposition 3.1] in the regression setting:
Lemma 1 A vector w∗ is a solution to the LARS-TD fixed point problem (3) with regularization parameter
β if and only if, for any η > 0,
w∗ = Ψηβ (w∗ + ηΦT Σ(T Φw∗ − Φw∗ )).

(9)

PROOF Recall that fixed points of LARS-TD are completely characterized by the conditions given in equation
(4). Consider the ith element w∗ [i], and let g[i] = [ΦT Σ(T Φw∗ − Φw∗ )]i , the ith element of the “gradient”.
By equations (9) and (6) we have
w∗ [i] = sgn(w∗ [i] + ηg[i]) max{|w∗ [i] + ηg[i]| − ηβ, 0}.
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(10)

Algorithm 1 L1TD
Input: ϕ, α, β.
Output: Approximation weights w.
Initialize w = 0, t = 0.
repeat
Obtain samples s, r, s0
A ← ϕ(s)(ϕ(s0 )T − ϕ(s)T ))
b ← ϕ(s)r
w ← Ψα(t)β (w + α(t)(Aw + b)).
until convergence.
Algorithm 2 L1TDAlt
Input: ϕ, α, β, η.
Output: Approximation weights w.
Initialize v = 0, w = 0, t = 0.
repeat
Obtain samples s, r, s0
A ← ϕ(s)(ϕ(s0 )T − ϕ(s)T ))
b ← ϕ(s)r
v ← v + α(t)(w + η(Aw + b) − v)
w ← Ψηβ (v).
until convergence.

Going forward, the max expression in (10) is nonnegative, and therefore w∗ [i] 6= 0 implies sgn(w∗ [i] +
ηg[i]) = sgn(w∗ [i]). If w∗ [i] > 0, then
w∗ [i]

=

1(w∗ [i] + ηg[i] − ηβ)

g[i]

=

β,

as required by the LARS-TD fixed point conditions.
On the other hand, if w∗ [i] > 0 and g[i] = β,
sgn(w∗ [i] + ηg[i]) max{|w∗ [i] + ηg[i]| − ηβ, 0}
=

sgn(w∗ [i] + ηβ)(w∗ [i] + ηβ − ηβ)

=

w∗ [i],

as required by equation (10).
A similar argument shows that, if w∗ [i] < 0, equation (10) implies g[i] = −β, and g[i] = −β implies
equation (10).
Finally, if w∗ [i] = 0, either g[i] = 0 or sgn(w∗ [i] + ηg[i]) = ±1 and therefore equation (10) is satisfied if
and only if
max{|w∗ [i] + ηg[i]| − ηβ, 0}

=

0

|0 + ηg[i]| − ηβ

≤

0

|g[i]|

≤

β

g[i]

∈

[−β, β].
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3.3

A Modification

The L1TD update (8) is instantly recognizable as an amalgam of linear TD with soft-thresholding, and its
form is convenient for proving equivalence with the L1 -regularized linear fixed point (3), but it turns out not
to be particularly amenable for a proof of convergence. In this section, therefore, we introduce a slightly
altered update, which is easily shown to have the same fixed point as the above, and for which we prove
convergence. While we have no formal proof of convergence of (8), its empirical behavior (see section 4)
closely matches that of the modified update, and its common pedigree with the modified update is a strong
argument for convergence.
A first step in developing our alternate algorithm is to decompose the update into its two basic operations,
and reorder them to produce a “half-phase” update. We introduce a new variable, v, with wt = Ψηβ (vt ), and
we fix η > 0 at some constant value. The half-phase update equation generating the sequence v is
vt+1

:= wt + ηΦT Σ(T Φwt − Φwt )
=

Ψηβ (vt ) + ηΦT Σ(T ΦΨηβ (vt ) − ΦΨηβ (vt )),

=

H(vt ).

(11)

Here we take advantage of the fact that the new sequence is dependent solely on v to define a new fixed point
operator H. We can recover the original sequence w by writing wt+1 := Ψηβ (vt+1 ) and expanding vt+1
by equation (11). We denote the fixed point of the new sequence v ∗ , and note that it is related to w∗ by the
mappings w∗ = Ψηβ (v ∗ ), and v ∗ = w∗ + ηΦT Σ(T Φw∗ − Φw∗ ).
Now we introduce the new iteration, which is more “conservative” in its update, mixing the previous solution
with the update due to H according to a time-dependent step size α:
vt+1 := vt + αt (H(vt ) − vt ).

(12)

This update gives rise to the algorithm L1TDAlt given in Algorithm 2. Note that the fixed point v ∗ of the
modified iteration is characterized by H(v ∗ ) − v ∗ = 0, that is, at the fixed point of H. Thus fixed points of
the L1TD iteration are equivalent to fixed points of the L1TDAlt iteration via a simple transform.

3.4

Convergence

We now turn to the question of convergence. In particular, we are interested in convergence of the sequence
v in the online setting, in which the operator H is replaced by noisy samples of H. Given sample transitions
(st , rt , s0t ) and a set of basis functions {ϕ1 ϕ2 . . . ϕk }, the algorithm performs the updates
vt+1 := vt + αt (wt + ηϕ(st )(rt + γϕ(s0t )T wt − ϕ(s)T wt ) − vt )
wt+1 := Ψηβ (vt+1 ).

(13)

Our convergence result depends on the following assumptions:
Assumption 1 The Markov reward process M = (S, P, R, γ) is finite and mixing, with stationary distribution σ.
Assumption 2 The sequence (st , rt , s0t ) is sampled i.i.d. from the stationary distribution, σ, of M . That is,
st ∼ σ, rt = R(st ), and s0t is obtained by making a stochastic transition in accordance with P .
Assumption 3 The columns of the matrix Φ comprise a linearly independent set of basis functions evaluated
at all states in S. In particular, this implies that Φ is full rank.
P∞
P∞
Assumption 4 The sequence αt is predetermined and non-increasing, with t=0 αt = ∞ and t=0 αt2 <
∞.
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We now give the following theorem regarding convergence:
Theorem 1 Consider the sequence vt as defined in (13). Then, under assumptions 1 - 4, vt converges almost
surely as t → ∞.
PROOF We first restate the sequence v using additional terms. Given sample transitions (st , rt , s0t ) and a set
of basis functions {ϕ1 ϕ2 . . . ϕk }, the algorithm performs the updates
vt+1 := vt + αt (Ψηβ (vt ) + η(A(Xt )Ψηβ (vt ) + b(Xt )) − vt ),

(14)

where we define
Xt

=

{ϕt , rt , ϕt+1 },

A(Xt )

=

ϕt (γϕt+1 − ϕt )T , and

b(Xt )

= ϕt rt .

We define
A

=

b =

ΦT Σ(γP Φ − Φ);
ΦT ΣR.

and note that
Eσ [A(Xt )] = ΦT Σ(γP Φ − Φ) = A,
and

T

Eσ [b(Xt )] = Φ ΣR = b.

(15)
(16)

Here Eσ [·] denotes the expectation with respect to the stationary distribution of the Markov process.
Our proof will follow the ODE method as outlined by Borkar [2]. For this purpose, we will rewrite our update
in the form
vt+1 := vt + αt [h(vt ) + Mt+1 ],
and demonstrate that h and M satisfy the assumptions needed to apply theorem 2 of Borkar [2, p. 15].
Let:
h(v)
Mt+1

= H(v) − v
=

Ψηβ (v) + η(AΨηβ (v) + b) − v,

=

Ψηβ (v) + η(A(Xt )Ψηβ (v) + b(Xt )) − v − (H(v) − v)

= η[(A(Xt ) − A)Ψηβ (vt ) + b(Xt ) − b]
We now need to satisfy assumptions A1–A3 and A5 of Borkar [2]: we must show (a) that the function h is
Lipschitz, (b) that the function h∞ = limr→∞ h(rx)/r exists, and (c) that the origin is an asymptotically
stable equilibrium for the ODE v̇(t) = h∞ (v(t)). We must further show (d) that {Mt ; Ft } where Ft =
(M0 , v0 , M1 , v1 , . . . Mt , vt ) is a martingale difference sequence, that is, that the expectation of Mt+1 given
Ft is zero, and (e) that, for some C0 < ∞ and any initial condition v0 , E[kMt+1 k2 |Ft ] ≤ C0 (1 + kvt k2 ).
For (a), to show Lipschitz continuity of h we need C such that kh(v) − h(v 0 )k ≤ Ckv − v 0 k, ∀v, v 0 . We have
kh(v) − h(v 0 )k
= kΨηβ (v) + η(AΨηβ (v) + b) − v
− (Ψηβ (v 0 ) + η(AΨηβ (v 0 ) + b) − v 0 )k
= k(I + ηA)(Ψηβ (v) − Ψηβ (v 0 )) + (v 0 − v)k
≤

k(I + ηA)kkΨηβ (v) − Ψηβ (v 0 )k + kv 0 − vk

≤

k(2I + ηA)kkv − v 0 k.
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The function h is thus Lipschitz with constant C = k2I + ηAk. Here we make use of the triangle inequality,
the non-expansiveness of Ψ, and the Cauchy-Schwarz inequality as generalized to matrix norms.
For (b), we have
h∞ (v)

=
=
=
=
=

lim h(rx)/r

r→∞

lim [Ψηβ (rv) + η(AΨηβ (rv) + b) − rv]/r

r→∞

lim [(I + ηA)(rv − ηβ sgn(v)) + ηb − rv]/r

r→∞

lim [(I + ηA)(rv − ηβ sgn(v)) − rv]/r

r→∞

(I + ηA)v − v

= ηAv.
The third step above follows from the fact that all non-zero elements of v are shrunk by no more than ηβ; as r
grows large, all non-zero elements of v are shrunk by this amount, while all zero elements are shrunk by zero.
Now (c) follows directly from standard ODE theory and the fact that A is negative definite (by assumption 3
and Lemma 6.6 of Bertsekas and Tsitsiklis [1, p. 300]).
For (d), we note that under assumption 2, our Xt are sampled according to the stationary distribution, and
are thus independent of Ft . Using the definition of M and equations (15, 16) we obtain E[Mt+1 |Ft ] =
η((Eσ [A(Xt )] − A)Ψηβ (vt ) + Eσ [b(Xt )] − b) = 0, as required.
Finally, for (e) we note that, given the finiteness assumption on our MRP, the second moments of the reward and our basis functions are finitely bounded; by extension, if we consider Mt+1 as a linear function
of Ψηβ (vt ), its coefficients are bounded, and its square is a quadratic function of Ψηβ (vt ) with bounded
coefficients. The result follows trivially from the triangle inequality and the non-expansiveness of Ψ.
2
Our theorem states convergence in the sense of Theorem 2 of Borkar [2], under which convergence may be
to a local optimum. While we do not yet have a proof that convergence is to the fixed point, our experiments
show fixed point convergence in every case.
Also, assumption 2 would normally be violated in the general online setting. We make this assumption in
order to fit our update to the structure of the proof template given by Borkar [2]. The machinery needed to
cope with Markov noise in the online setting is somewhat involved; one approach can be found in section 4.4
of Bertsekas and Tsitsiklis [1].

4

Experiments

Our proofs assume a decaying step size but we use a constant step size in our experiments2 . We also allowed
linearly dependent features in our experiments and considered episodic tasks. We found that these issues did
not pose a problem, and expect that theory can be extended to these cases.
We performed experiments on two benchmark problems, Blackjack and Mountain Car, to show the convergence of the online algorithm. We also performed experiments on the Inverted Pendulum problem to illuminate the tradeoff between approximation performance and sparsity. We used both algorithm 1 (L1TD) and
algorithm 2 (L1TDAlt) in our experiments; the results were essentially identical between the two algorithms
in all cases, and for this reason we give results for only one algorithm in most cases.
2 Constant step sizes are commonly used to speed up improvement in the value function, possibly at the expense of some oscillation
around the true solution. This practice preceded its theoretical justification by Borkar and Meyn [3]. We defer extending their approach
to the regularized case for future work.
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Figure 1: Blackjack: (a) σ-weighted root mean square error between online solutions and the fixed point
value function; (b) Sorted absolute weights, L1TD vs. fixed point; (c) Comparison of weights assigned to the
top 18 features by L1TD, L1TDAlt, and the fixed point.

4.1

Blackjack

We tested a version of the bottomless-deck blackjack problem from Sutton and Barto [19], evaluating the
policy in which the player stands on 20 or 21 and hits on anything else. In this problem, there are 200
states arising from the cross product of three variables: player total ([11. . . 21]), dealer showing card value
([A. . . 10]), and the presence of a usable ace in the player’s hand (true/false). In our version, there are three
additional states for win/lose/draw, and the player continues playing infinitely; after reaching a win/lose/draw
state, the next state is drawn from the distribution of possible starting deals. With this modification, the
problem is mixing with a well-defined stationary distribution. The player receives a reward of +1 for a win
and −1 for a loss; all other rewards are zero. A discount factor of 0.95 keeps expected player losses bounded.
We provide the learner with 219 features: a bias term, an indicator for each of {win, lose}, indicator functions
for all possible contiguous ranges of the player’s current total times an indicator for whether the player has a
usable ace, and likewise indicator functions on the dealer’s show card times the ace indicator. Despite having
more features than states, the rank of the feature matrix (the dimension of the basis) is only 41.
The fixed point for this problem was found via LARS-TD using full model information. Figure 1(a) shows the
progress of the online algorithms vs. the fixed point when the regularization coefficient is set to 0.001. The
step size for L1TD was set to 0.01, while the “fixed” step size (η) and the regular step size (α) were both set
to 0.1 for L1TDAlt. Each algorithm was run for 3 million iterations in one continuous trajectory. The online
algorithms quickly reach solutions which are near the fixed point, and make gradual progress thereafter.
Figure 1(b) shows how the sparsity of the solution changes over time. The plot shows a curve of the sorted
absolute weight values after 100,000, 250,000, 1 million, and 3 million iterations of L1TD, as well as the
weight curve for the fixed point solution (which has 16 non-zero weights). The figure has been scaled to
emphasize the region of interest; the actual largest magnitude weights are around 28. The figure shows that,
while L1TD produces few actual zeroes in this instance, over time it concentrates more and more weight
into fewer and fewer features; most of the remaining non-zero features (which arise inevitably due to the
stochastic updates) can be truncated without appreciably affecting the approximation.
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Figure 2: Mountain Car: (a) Root mean square error between L1TD and LARS-TD average value functions;
(b) Number of features comprising 99% of total feature weight vs. number of steps.

Figure 1(c) shows the weights assigned to the top 18 features by L1TD, L1TDAlt, and LARS-TD; the strong
agreement across the most significant features demonstrates the convergence of the online solutions to the
fixed point qualitatively (in terms of the features it selects) as well as quantitatively (in terms of the learned
value function).

4.2

Mountain Car

We also tested the familiar mountain car domain, in which an underpowered car must back up a small hill to
gain enough potential energy to climb a larger one. The agent receives a −1 penalty for every step it takes
until it reaches the goal region at the top of the hill. We chose to evaluate this task using a simple policy in
which the car always accelerates in whichever direction it is already moving, or forward if it is at rest; while
suboptimal, this policy ensures that the car will reach the goal region from any valid starting state. We used
a discount factor of 0.99.
Our features for this task were composed of 1365 radial basis functions of various widths arranged in differently spaced grids over the state space together with a constant (bias) term. As movement in the mountain car
domain is deterministic, we sampled trajectories by first selecting a starting state uniformly at random, and
then following policy to the goal (on average, about 50 steps). A “ground truth” estimate of the fixed point
was obtained by taking the average of the approximation weights returned by 100 runs of LARS-TD using
independently collected samples from 2000 trajectories (approximately 100,000 samples for each run); the
regularization coefficient was 0.01. A separate testing set of 2000 sample trajectories was collected and used
in comparing the online algorithm (L1TD) with the ground truth estimate.
For online learning, we again start with a state selected uniformly at random, and follow policy to the goal;
upon reaching the goal, we select a new state at random, and follow policy to the goal, etc. The algorithm
was run for 1 million iterations using a fixed step size of 0.001. Figure 2(a) shows the root mean square error
of the online value estimates for our test set versus the ground truth fixed point estimate; as with blackjack,
the online algorithm quickly moves near the fixed point estimate, and then makes gradual improvements
thereafter. Figure 2(b) shows generally how the sparsity of the online solution compares to the sparsity
attained by LARS-TD; the plot gives the count of the largest features which comprise 99% or more of the
total absolute weight value vs. the number of steps taken. The dotted black line in this figure shows the
average number of features retained by LARS-TD in the ground truth estimation runs.

4.3

Pendulum

Finally, we tested the inverted pendulum domain, in which the task is to balance an inverted pendulum by
applying forces to the cart to which it is attached. There are three (noisy) actions, applying force to the left or
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Figure 3: Pendulum: (a) Average mean square error between L1TDAlt and ground truth; (b) Average number
of non-zero features.

right or no force. The agent receives a −1 penalty if and when the pendulum falls over. We evaluate this task
using a simple, suboptimal policy that nevertheless balances the pendulum fairly well. We used a discount
factor of 0.95.
For this task we construct a feature set by first transforming the state vector via PCA transform and a scaling
matrix such that the resulting vectors live mostly in a 2π radius box around the origin. We then construct
a wavelet-inspired basis using simple harmonic functions as the seed. The total number of features is 511.
A set of 10,000 test samples was obtained from multiple on-policy trajectories in which the initial state was
a vector randomly perturbed around the point at which the pendulum is balanced and unmoving, following
the policy thereafter until the pendulum fell over. A ground truth estimate of the true value function at each
sample was obtained by Monte Carlo sampling.
Our goal with this experiment was to demonstrate the performance of the algorithm for different values of
regularization parameter as well as the sparsity induced by regularization. For each value of the regularization
parameter, L1TDAlt was run ten times, each time for 5 million steps, starting with the state vector at the
origin, thereafter following policy, resetting to the origin when the pendulum falls over. The step size (α)
used was 0.02 while the shrinkage coefficient (η) was 0.5. Figure 3(a) shows the mean squared error of the
online value estimates for our test set versus the ground truth estimate for various settings of the regularization
parameter. As expected, small values of the regularization parameter lead to small errors. Note that the best
result is obtained when the regularization is set to 10−7 , where the error and variance are lower than for the
result with no regularization, showing a modest benefit in average performance and substantial reduction of
variance. Figure 3(b) shows how the sparsity of the online solution varies with the regularization parameter.

5

Related Work

A number of authors have worked on approaches to regularization in reinforcement learning. In addition to
LARS-TD [13], the L1 regularized linear fixed point has been pursued by Johns et al. [12], who formulate
the fixed point as a linear complementarity problem (LCP). Loth et al. [15] investigate Bellman residual
minimization with L1 regularization. L1 regularization also appears in work by Petrik et al. [17], who give a
regularized approximate linear programming solution for the more general reinforcement learning problem.
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Conclusion

In this paper we have presented a novel regularized, online stochastic approximation algorithm, based on an
iterative update equation whose fixed point corresponds to the L1 regularized linear fixed point also shared
by LARS-TD and LC-TD. We validated the ability of the online algorithm to converge to the fixed point
described by theory in two sample problems, and demonstrated the tradeoff between sparsity and accuracy in
a third problem.
More generally, we have established a connection between iterative and online algorithms for convex approximation with regularization and temporal difference learning with regularization. The soft-threshold shrinkage
method extends naturally to L2 and other forms of regularization, which can be applied to TD and analyzed
following the approach taken above. Thus we hope to provide a template for future work in regularization
algorithms for online TD learning.
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