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INTRODUCTION

Main idea:
•Directly optimizing posterior distribution on the space of
probability measures for Thompson sampling based on
Wasserstein gradient flows (WGFs).
Contributions:
•A general class of nonparametric distributions that can flexibly
represent complex posterior in TS.
•A generalized particle-based framework for scalable Thompson
Sampling (TS).

BACKGROUND

Wasserstein Gradient flows Let P(Ω) be a distribution space
whose elements have finite 2nd moments. Defined the 2nd-order
Wasserstein distance between two elements in P(Ω):

W 2
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 ,

Let functional F : P(Ω) → R. Wasserstein Gradient Flows are
partial differential equations to describe evolutions of proba-
bility distributions over time described by:

∂τµτ = −∇ · (vτ µτ) = ∇ ·
µτ∇(δF

δµτ
(µτ))

 .

Large-scale Contextual Bandits An agent repeatedly interacts
with the contextual bandit and adaptively chooses an action at ∈
A, based on the context xt and the agent’s past observations.
Finally, the agent observes and receives a reward rt. The agent’s
objective is to learn to maximize its expected reward, i.e., R(T ) =
∑T
t=1 E [maxa∈A[r(xt, a)]− rt].
We assume that the generalization model m is “accurate” in the
sense that there exists a specific model parameter vector θ∗, with
m(x, a;θ∗) ≈ r̄(x, a). Note that m is a function of the context-
action pair (x, a) and the parameter vector θ, e.g., neural network.

Thompson Sampling via Optimal Transport

Thompson Sampling via WGFs The posterior distribution of
θ in Thompson sampling is defined as pt−1 , p(θ| Dt−1) ∝ eU(θ),
where the potential energy U(θ) , log p(D|θ) + log p0(θ). We
define an energy functional characterizing the similarity between a
variational distribution µ and pt induced by the rewards as:
F (µ) , −∫

U(θ)µ(θ)dθ + ∫
µ(θ) log µ(θ)dθ = KL (µ‖pt) .

Particle Approximation for Thompson Sampling Discrete
gradient flows approximate WGF by discretizing the continuous
curve µt into a piece-wise linear curve, leading to an iterative op-
timization problem, known as Jordan-Kinderleher-Otto scheme:

µ
(h)
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µ
KL (µ‖pθ) + W 2

2 (µ, µ(h)
k )/2h . (1)

We proposed to use particle approximation to approximate µ with
M particles {θi}Mi=1 leading to:

θik+1 = θik + h

M

M∑
j=1

[ − κ(θjk,θik)∇θik
U(θik) +∇θjk

κ(θjk,θik)

+ (cij/λ2− 1) exp−
cij
λ2(θik − θjk−1)] (2)

Particle-Interactive Thompson Sampling π-TS updates the
particles iteratively via WGFs to approximate the posterior distri-
butions, and one sample is randomly selected from the particle set
Θt−1 for decision-making at t.

Algorithm 1 Particle-Interactive TS (π-TS)
Require: D0 = ∅; initialize particles Θ0 = {θi0}Mi=1;
1: for t = 1, 2, . . . , T do
2: Observe context xt
3: Draw θ̂t uniformly from Θt

4: Select at ∈ arg maxam(xt, a; θ̂t)
5: Observe and receive reward rt
6: Dt+1 = Dt ∪ (xt, at, rt)
7: Update Θt+1, according to (2)
8: end for

EXPERIMENTS

Baselines:
•Linear Thompson sampling (Linear-TS): exact posterior.
•Neural Linear: perform Lin-TS on extracted features.
•VI-TS: variational inference with TS.
Settings:
•Pull 2000 times for each setting.
•All methods for each dataset are performed 50 trials.
•Normalized respect to uniform action selection.

Dataset Contexts ActionsDatasetContexts Actions
Mushroom 22 2 Financial 21 8
Statlog 16 7 Census 389 9
Covertype 54 7 Adult 94 14
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Figure: Normalized Regret comparison on real-world datasets.

Figure: Normalized Cumulative Regret on real-world datasets.

Code: https://github.com/zhangry868/Scalable-Thompson-Sampling-via-
Optimal-Transport


